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    Durable
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A durable, resumable workflow engine for Elixir. Similar to Temporal/Inngest.
Features
	Pipeline Model - Context flows from step to step, simple and explicit
	Resumability - Sleep, wait for events, wait for human input
	Branching - Pattern-matched conditional flow control
	Parallel - Run steps concurrently with result collection
	Compensations - Saga pattern with automatic rollback
	Cron Scheduling - Recurring workflows with cron expressions
	Reliability - Automatic retries with exponential/linear/constant backoff
	Orchestration - Parent/child workflow composition
	Persistence - PostgreSQL-backed execution state

Installation
def deps do
  [{:durable, "~> 0.1.0-rc"}]
end
Quick Start
1. Create Migration
defmodule MyApp.Repo.Migrations.AddDurable do
  use Ecto.Migration
  def up, do: Durable.Migration.up()
  def down, do: Durable.Migration.down()
end
When a Durable upgrade ships new internal migrations, generate a new wrapper
migration and run your normal Ecto migration flow:
mix durable.gen.upgrade -r MyApp.Repo
mix ecto.migrate

Use mix durable.migrations -r MyApp.Repo --check in CI or deploy gates to
fail when the database is behind the Durable library version.
2. Add to Supervision Tree
children = [
  MyApp.Repo,
  {Durable, repo: MyApp.Repo, queues: %{default: [concurrency: 10]}}
]
3. Define & Run
defmodule MyApp.OrderWorkflow do
  use Durable
  use Durable.Helpers

  workflow "process_order", timeout: hours(2) do
    # First step receives workflow input
    step :validate, fn input ->
      {:ok, %{
        order_id: input["id"],
        items: input["items"],
        customer_id: input["customer_id"]
      }}
    end

    # Each step receives previous step's output as context
    step :calculate_total, fn ctx ->
      total = ctx.items |> Enum.map(& &1["price"]) |> Enum.sum()
      {:ok, assign(ctx, :total, total)}
    end

    step :charge_payment, [retry: [max_attempts: 3, backoff: :exponential]], fn ctx ->
      {:ok, charge} = PaymentService.charge(ctx.order_id, ctx.total)
      {:ok, assign(ctx, :charge_id, charge.id)}
    end

    step :send_confirmation, fn ctx ->
      EmailService.send_confirmation(ctx.order_id)
      {:ok, ctx}
    end
  end
end

# Start it
{:ok, id} = Durable.start(MyApp.OrderWorkflow, %{"id" => "order_123", "items" => items})
Examples
Approval Workflow
Wait for human approval with timeout fallback.
defmodule MyApp.ExpenseApproval do
  use Durable
  use Durable.Helpers
  use Durable.Wait

  workflow "expense_approval" do
    step :request_approval, fn ctx ->
      result = wait_for_approval("manager",
        prompt: "Approve $#{ctx["amount"]} expense?",
        timeout: days(3),
        timeout_value: :auto_rejected
      )
      {:ok, assign(ctx, :decision, result)}
    end

    branch on: fn ctx -> ctx.decision end do
      :approved ->
        step :process, fn ctx ->
          Expenses.reimburse(ctx["employee_id"], ctx["amount"])
          {:ok, assign(ctx, :status, :reimbursed)}
        end

      _ ->
        step :notify_rejection, fn ctx ->
          Mailer.send_rejection(ctx["employee_id"])
          {:ok, assign(ctx, :status, :rejected)}
        end
    end
  end
end

# Approve externally
Durable.provide_input(workflow_id, "manager", :approved)
Parallel Data Fetch
Fetch data concurrently, then combine results.
defmodule MyApp.DashboardBuilder do
  use Durable
  use Durable.Helpers

  workflow "build_dashboard" do
    step :init, fn input ->
      {:ok, %{user_id: input["user_id"]}}
    end

    # Parallel steps produce results in __results__ map
    parallel do
      step :user, fn ctx ->
        {:ok, %{user: Users.get(ctx.user_id)}}
      end

      step :orders, fn ctx ->
        {:ok, %{orders: Orders.recent(ctx.user_id)}}
      end

      step :notifications, fn ctx ->
        {:ok, %{notifs: Notifications.unread(ctx.user_id)}}
      end
    end

    # Access results from __results__ map
    step :render, fn ctx ->
      results = ctx[:__results__]

      # Results are tagged tuples: ["ok", data] or ["error", reason]
      user = case results["user"] do
        ["ok", data] -> data.user
        _ -> nil
      end

      orders = case results["orders"] do
        ["ok", data] -> data.orders
        _ -> []
      end

      notifs = case results["notifications"] do
        ["ok", data] -> data.notifs
        _ -> []
      end

      dashboard = Dashboard.build(user, orders, notifs)
      {:ok, assign(ctx, :dashboard, dashboard)}
    end
  end
end

# Or use into: to transform results directly
defmodule MyApp.DashboardBuilderWithInto do
  use Durable
  use Durable.Helpers

  workflow "build_dashboard_v2" do
    step :init, fn input ->
      {:ok, %{user_id: input["user_id"]}}
    end

    parallel into: fn ctx, results ->
      # results contains tuples: %{user: {:ok, data}, orders: {:ok, data}, ...}
      case {results[:user], results[:orders], results[:notifications]} do
        {{:ok, user_data}, {:ok, orders_data}, {:ok, notifs_data}} ->
          {:ok, Map.merge(ctx, %{
            user: user_data.user,
            orders: orders_data.orders,
            notifs: notifs_data.notifs
          })}

        _ ->
          {:error, "Failed to fetch dashboard data"}
      end
    end do
      step :user, fn ctx -> {:ok, %{user: Users.get(ctx.user_id)}} end
      step :orders, fn ctx -> {:ok, %{orders: Orders.recent(ctx.user_id)}} end
      step :notifications, fn ctx -> {:ok, %{notifs: Notifications.unread(ctx.user_id)}} end
    end

    step :render, fn ctx ->
      dashboard = Dashboard.build(ctx.user, ctx.orders, ctx.notifs)
      {:ok, assign(ctx, :dashboard, dashboard)}
    end
  end
end
Batch Processing
Process items with controlled concurrency using Task.async_stream.
defmodule MyApp.BulkEmailer do
  use Durable
  use Durable.Helpers

  workflow "send_campaign" do
    step :load, fn input ->
      recipients = Subscribers.active(input["campaign_id"])
      {:ok, %{campaign_id: input["campaign_id"], recipients: recipients}}
    end

    step :send_emails, fn ctx ->
      results =
        ctx.recipients
        |> Task.async_stream(
          fn recipient ->
            case Mailer.send_campaign(recipient, ctx.campaign_id) do
              :ok -> {:ok, recipient}
              {:error, reason} -> {:error, {recipient, reason}}
            end
          end,
          max_concurrency: 10,
          timeout: :infinity
        )
        |> Enum.map(fn {:ok, r} -> r end)

      sent = for {:ok, _} <- results, do: 1
      failed = for {:error, _} <- results, do: 1

      {:ok, ctx
      |> assign(:sent_count, length(sent))
      |> assign(:failed_count, length(failed))}
    end
  end
end
Trip Booking (Saga)
Book multiple services with automatic rollback on failure.
defmodule MyApp.TripBooking do
  use Durable
  use Durable.Helpers

  workflow "book_trip" do
    step :book_flight, [compensate: :cancel_flight], fn ctx ->
      booking = Flights.book(ctx["flight"])
      {:ok, assign(ctx, :flight, booking)}
    end

    step :book_hotel, [compensate: :cancel_hotel], fn ctx ->
      booking = Hotels.book(ctx["hotel"])
      {:ok, assign(ctx, :hotel, booking)}
    end

    step :charge, fn ctx ->
      total = ctx.flight.price + ctx.hotel.price
      Payments.charge(ctx["card"], total)
      {:ok, assign(ctx, :charged, true)}
    end

    compensate :cancel_flight, fn ctx ->
      Flights.cancel(ctx.flight.id)
      {:ok, ctx}
    end

    compensate :cancel_hotel, fn ctx ->
      Hotels.cancel(ctx.hotel.id)
      {:ok, ctx}
    end
  end
end
Scheduled Reports
Run daily at 9am.
defmodule MyApp.DailyReport do
  use Durable
  use Durable.Helpers
  use Durable.Scheduler.DSL

  @schedule cron: "0 9 * * *", timezone: "America/New_York"
  workflow "daily_sales_report" do
    step :generate, fn _input ->
      report = Reports.sales_summary(Date.utc_today())
      {:ok, %{report: report}}
    end

    step :distribute, fn ctx ->
      Mailer.send_report(ctx.report, to: "team@company.com")
      Slack.post_summary(ctx.report, channel: "#sales")
      {:ok, ctx}
    end
  end
end

# Register in supervision tree
{Durable, repo: MyApp.Repo, scheduled_modules: [MyApp.DailyReport]}
Delayed & Scheduled Execution
Sleep, schedule for specific times, and wait for events.
defmodule MyApp.TrialReminder do
  use Durable
  use Durable.Helpers
  use Durable.Wait

  workflow "trial_reminder" do
    step :welcome, fn ctx ->
      Mailer.send_welcome(ctx["user_id"])
      {:ok, %{user_id: ctx["user_id"], trial_started_at: ctx["trial_started_at"]}}
    end

    step :wait_3_days, fn ctx ->
      sleep(days(3))
      {:ok, ctx}
    end

    step :check_in, fn ctx ->
      Mailer.send_tips(ctx.user_id)
      {:ok, ctx}
    end

    step :wait_until_trial_ends, fn ctx ->
      trial_end = DateTime.add(ctx.trial_started_at, 14, :day)
      schedule_at(trial_end)
      {:ok, ctx}
    end

    step :convert_or_remind, fn ctx ->
      if Subscriptions.active?(ctx.user_id) do
        {:ok, assign(ctx, :converted, true)}
      else
        Mailer.send_upgrade_reminder(ctx.user_id)
        {:ok, assign(ctx, :converted, false)}
      end
    end
  end
end
Event-Driven Workflow
Wait for external webhook events.
defmodule MyApp.PaymentFlow do
  use Durable
  use Durable.Helpers
  use Durable.Wait

  workflow "payment_flow" do
    step :create_invoice, fn ctx ->
      invoice = Invoices.create(ctx["order_id"], ctx["amount"])
      {:ok, %{order_id: ctx["order_id"], invoice_id: invoice.id}}
    end

    step :await_payment, fn ctx ->
      {event, _payload} = wait_for_any(["payment.success", "payment.failed"],
        timeout: days(7),
        timeout_value: {"payment.expired", nil}
      )
      {:ok, assign(ctx, :result, event)}
    end

    branch on: fn ctx -> ctx.result end do
      "payment.success" ->
        step :fulfill, fn ctx ->
          Orders.fulfill(ctx.order_id)
          {:ok, assign(ctx, :status, :fulfilled)}
        end

      _ ->
        step :cancel, fn ctx ->
          Orders.cancel(ctx.order_id)
          {:ok, assign(ctx, :status, :cancelled)}
        end
    end
  end
end

# Webhook handler sends event
Durable.send_event(workflow_id, "payment.success", %{transaction_id: "txn_123"})
Reference
Helper Functions
use Durable.Helpers

assign(ctx, :key, value)    # Set a value
assign(ctx, %{a: 1, b: 2})  # Merge multiple values
update(ctx, :key, default, fn old -> new end)
append(ctx, :list, item)    # Append to list
increment(ctx, :count)      # Increment by 1
increment(ctx, :count, 5)   # Increment by 5
Time Helpers
seconds(30)   # 30_000 ms
minutes(5)    # 300_000 ms
hours(2)      # 7_200_000 ms
days(7)       # 604_800_000 ms
Orchestration
use Durable.Orchestration

# Synchronous: call child and wait for result
case call_workflow(MyApp.PaymentWorkflow, %{"amount" => 100}, timeout: hours(1)) do
  {:ok, result} -> {:ok, assign(data, :payment, result)}
  {:error, reason} -> {:error, reason}
end

# Fire-and-forget: start child and continue
{:ok, child_id} = start_workflow(MyApp.EmailWorkflow, %{"to" => email}, ref: :welcome)

# call_workflow also works inside parallel blocks (executed inline)
parallel do
  step :payment, fn data ->
    case call_workflow(MyApp.PaymentWorkflow, %{"amount" => data.total}, ref: :pay) do
      {:ok, result} -> {:ok, assign(data, :payment, result)}
      {:error, reason} -> {:error, reason}
    end
  end

  step :shipping, fn data ->
    case call_workflow(MyApp.ShippingWorkflow, %{"id" => data.order_id}, ref: :ship) do
      {:ok, result} -> {:ok, assign(data, :shipping, result)}
      {:error, reason} -> {:error, reason}
    end
  end
end
API
Durable.start(Module, input)
Durable.start(Module, input, queue: :priority, scheduled_at: datetime)
Durable.get_execution(id)
Durable.list_executions(workflow: Module, status: :running)
Durable.cancel(id, "reason")
Durable.send_event(id, "event", payload)
Durable.provide_input(id, "input_name", data)
Durable.list_children(parent_id)
Mix Tasks
Durable includes mix tasks for managing workflows from the command line.
# Show queue status and workflow summary
mix durable.status

# List workflow executions (with filters)
mix durable.list                                         # all executions
mix durable.list --status running                        # filter by status
mix durable.list --workflow MyApp.OrderWorkflow           # filter by workflow
mix durable.list --limit 20 --format json                # limit results, JSON output

# Start a workflow
mix durable.run MyApp.OrderWorkflow                      # no input
mix durable.run MyApp.OrderWorkflow --input '{"id": 123}' # with JSON input
mix durable.run MyApp.OrderWorkflow --queue high_priority  # specific queue

# Cancel a workflow
mix durable.cancel <execution_id>
mix durable.cancel <execution_id> --reason "no longer needed"

# Clean up old executions
mix durable.cleanup --older-than 30d                     # completed/failed older than 30 days
mix durable.cleanup --older-than 7d --status completed   # only completed, older than 7 days
mix durable.cleanup --older-than 24h --dry-run           # preview what would be deleted

Dashboard
durable_dashboard is a LiveView-first console for monitoring and managing
running workflows. Mount it into your Phoenix router with one line:
defmodule MyAppWeb.Router do
  use MyAppWeb, :router

  # ...your existing pipelines and scopes...

  use DurableDashboard.Router, mount: "/dashboard", durable: MyApp.Durable
end
The macro adds the dashboard's pipelines, asset routes, and live routes
in-place — no forward, no extra endpoint. You get:
	Overview with live status counts and recent executions
	Workflow catalog + an Executions list with a faceted filter bar (workflow,
status, time range, execution id) driven by shareable URL params
	Execution detail with Summary, ReactFlow graph, Timeline, Logs, I/O, and
History trace (plus a Family tab for parent/child runs)
	Pending inputs queue
	Schedules list with toggle / trigger actions
	Settings view
	⌘K command palette — jump to any page, workflow, or recent run

See durable_dashboard/README.md for the full
option list and design notes.
Guides
	Branching - Conditional flow control
	Parallel - Concurrent execution
	Compensations - Saga pattern
	Waiting - Sleep, events, human input
	Orchestration - Parent/child workflow composition

License
MIT


  

    Building AI Workflows with Durable

Build reliable AI agent workflows with automatic retries, state persistence, and clear flow control.
Setup
1. Add Dependencies
# mix.exs
defp deps do
  [
    {:durable, "~> 0.1.0-rc"},
    {:req_llm, "~> 1.1"}
  ]
end
2. Create Migration
mix ecto.gen.migration add_durable

# priv/repo/migrations/XXXXXX_add_durable.exs
defmodule MyApp.Repo.Migrations.AddDurable do
  use Ecto.Migration

  def up, do: Durable.Migration.up()
  def down, do: Durable.Migration.down()
end
3. Add to Supervision Tree
# lib/my_app/application.ex
def start(_type, _args) do
  children = [
    MyApp.Repo,
    {Durable,
      repo: MyApp.Repo,
      queues: %{
        default: [concurrency: 10, poll_interval: 1000],
        ai: [concurrency: 5, poll_interval: 2000]  # Separate queue for AI tasks
      }}
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
Example: Document Processing Pipeline
defmodule MyApp.DocumentProcessor do
  use Durable
  use Durable.Helpers

  workflow "process_document" do
    step :fetch, fn ctx ->
      doc = DocumentStore.get(ctx["doc_id"])
      {:ok, %{doc: doc}}
    end

    # AI classification with automatic retry
    step :classify, [retry: [max_attempts: 3, backoff: :exponential]], fn ctx ->
      content = ctx.doc.content

      doc_type = ReqLLM.generate_text!(
        "anthropic:claude-sonnet-4-20250514",
        "Classify this document as :invoice, :contract, or :other. Reply with only the atom.\n\n#{content}"
      ) |> String.trim() |> String.to_atom()

      {:ok, assign(ctx, :doc_type, doc_type)}
    end

    # Conditional branching - only ONE path executes
    branch on: fn ctx -> ctx.doc_type end do
      :invoice ->
        step :extract_invoice, [retry: [max_attempts: 3]], fn ctx ->
          content = ctx.doc.content

          {:ok, extracted} = ReqLLM.generate_object(
            "anthropic:claude-sonnet-4-20250514",
            "Extract invoice fields from:\n\n#{content}",
            schema: %{
              invoice_number: :string,
              date: :string,
              total: :number,
              line_items: {:array, %{description: :string, amount: :number}}
            }
          )

          {:ok, assign(ctx, :extracted, extracted)}
        end

        step :validate_invoice, fn ctx ->
          extracted = ctx.extracted
          calculated = Enum.sum(Enum.map(extracted.line_items, & &1.amount))
          {:ok, assign(ctx, :valid, abs(calculated - extracted.total) < 0.01)}
        end

      :contract ->
        step :extract_contract, [retry: [max_attempts: 3]], fn ctx ->
          content = ctx.doc.content

          {:ok, extracted} = ReqLLM.generate_object(
            "anthropic:claude-sonnet-4-20250514",
            "Extract contract details:\n\n#{content}",
            schema: %{
              parties: {:array, :string},
              effective_date: :string,
              key_terms: {:array, :string}
            }
          )

          {:ok, assign(ctx, :extracted, extracted)}
        end

      _ ->
        step :flag_for_review, fn ctx ->
          {:ok, assign(ctx, :needs_review, true)}
        end
    end

    # Runs after any branch completes
    step :store, fn ctx ->
      doc = ctx.doc

      DocumentStore.update(doc.id, %{
        doc_type: ctx.doc_type,
        extracted_data: Map.get(ctx, :extracted, %{}),
        needs_review: Map.get(ctx, :needs_review, false)
      })

      {:ok, ctx}
    end
  end
end

# Start workflow
{:ok, workflow_id} = Durable.start(MyApp.DocumentProcessor, %{"doc_id" => "doc_123"})
Key Patterns
Retries for API Calls
step :ai_call, [retry: [max_attempts: 3, backoff: :exponential]], fn ctx ->
  result = ReqLLM.generate_text!("anthropic:claude-sonnet-4-20250514", ctx.prompt)
  {:ok, assign(ctx, :result, result)}
end
Validate AI Outputs
step :extract, fn ctx ->
  case ReqLLM.generate_object(model, ctx.prompt, schema: schema) do
    {:ok, extracted} -> {:ok, assign(ctx, :data, extracted)}
    {:error, _} -> raise "Invalid response"  # Triggers retry
  end
end
Human-in-the-Loop
use Durable.Wait

step :review, fn ctx ->
  if ctx.confidence < 0.8 do
    result = wait_for_input("human_review", timeout: hours(24))
    {:ok, assign(ctx, :human_verified, result)}
  else
    {:ok, ctx}
  end
end
Branch on AI Classification
branch on: fn ctx -> ctx.category end do
  :billing ->
    step :handle_billing, fn ctx -> {:ok, ctx} end
  :technical ->
    step :handle_technical, fn ctx -> {:ok, ctx} end
  _ ->
    step :handle_default, fn ctx -> {:ok, ctx} end
end
Monitoring
# Get execution status
{:ok, execution} = Durable.get_execution(workflow_id)
execution.status   # :running, :completed, :failed, :waiting
execution.context  # All accumulated data

# With step details
{:ok, execution} = Durable.get_execution(workflow_id, include_steps: true)
Enum.each(execution.steps, fn step ->
  IO.puts("#{step.step_name}: #{step.status} (#{step.duration_ms}ms)")
end)


  

    Conditional Branching

Execute different steps based on runtime conditions.
Basic Usage
The branch macro evaluates a condition function and executes only the matching clause:
defmodule MyApp.DocumentProcessor do
  use Durable
  use Durable.Helpers

  workflow "process_document" do
    step :classify, fn ctx ->
      doc_type = AI.classify(ctx["content"])
      {:ok, assign(ctx, :doc_type, doc_type)}
    end

    branch on: fn ctx -> ctx.doc_type end do
      :invoice ->
        step :process_invoice, fn ctx ->
          {:ok, assign(ctx, :extracted, extract_invoice_data(ctx))}
        end

      :contract ->
        step :process_contract, fn ctx ->
          {:ok, assign(ctx, :extracted, extract_contract_data(ctx))}
        end

      _ ->
        step :manual_review, fn ctx ->
          {:ok, assign(ctx, :needs_review, true)}
        end
    end

    # Runs after ANY branch completes
    step :save, fn ctx ->
      save_to_database(ctx)
      {:ok, ctx}
    end
  end
end
Pattern Matching
The on: option takes a function that returns a value. That value is matched against clause patterns.
Supported Patterns
	Pattern	Example
	Atoms	:invoice, :pending, :active
	Strings	"pdf", "high"
	Integers	1, 2, 100
	Booleans	true, false
	Default	_ (matches anything)

# Matching atoms
branch on: fn ctx -> ctx.status end do
  :active ->
    step :handle_active, fn ctx -> {:ok, ctx} end
  :pending ->
    step :handle_pending, fn ctx -> {:ok, ctx} end
  _ ->
    step :handle_other, fn ctx -> {:ok, ctx} end
end

# Matching strings
branch on: fn ctx -> ctx.format end do
  "pdf" ->
    step :process_pdf, fn ctx -> {:ok, ctx} end
  "docx" ->
    step :process_docx, fn ctx -> {:ok, ctx} end
  _ ->
    step :unsupported, fn ctx -> {:ok, ctx} end
end

# Matching booleans
branch on: fn ctx -> ctx.is_premium end do
  true ->
    step :premium_flow, fn ctx -> {:ok, ctx} end
  false ->
    step :standard_flow, fn ctx -> {:ok, ctx} end
end

# Matching integers
branch on: fn ctx -> ctx.tier end do
  1 ->
    step :tier_one, fn ctx -> {:ok, ctx} end
  2 ->
    step :tier_two, fn ctx -> {:ok, ctx} end
  3 ->
    step :tier_three, fn ctx -> {:ok, ctx} end
end
Multiple Steps per Branch
Each branch can contain multiple steps that execute sequentially:
branch on: fn ctx -> ctx.order_type end do
  :subscription ->
    step :validate_subscription, fn ctx ->
      {:ok, assign(ctx, :validated, validate_recurring_payment(ctx))}
    end

    step :setup_billing, fn ctx ->
      {:ok, assign(ctx, :billing, create_subscription_billing(ctx))}
    end

    step :schedule_renewals, fn ctx ->
      {:ok, assign(ctx, :renewal_scheduled, schedule_monthly_charge(ctx))}
    end

  :one_time ->
    step :process_payment, fn ctx ->
      {:ok, assign(ctx, :charged, charge_once(ctx))}
    end
end
Default Clause
The _ pattern matches any value not matched by other clauses:
branch on: fn ctx -> ctx.priority end do
  :critical ->
    step :alert_oncall, fn ctx ->
      PagerDuty.alert()
      {:ok, ctx}
    end

  :high ->
    step :create_urgent_ticket, fn ctx ->
      Tickets.create(priority: :high)
      {:ok, ctx}
    end

  _ ->
    # Matches :medium, :low, or any other value
    step :create_normal_ticket, fn ctx ->
      Tickets.create(priority: :normal)
      {:ok, ctx}
    end
end
Examples
Order Processing by Type
workflow "process_order" do
  step :load_order, fn ctx ->
    order = Orders.get(ctx["order_id"])
    {:ok, %{order: order, order_type: order.type}}
  end

  branch on: fn ctx -> ctx.order_type end do
    :digital ->
      step :generate_download_link, fn ctx ->
        link = Downloads.create(ctx.order)
        {:ok, ctx
        |> assign(:delivery_method, :download)
        |> assign(:download_link, link)}
      end

    :physical ->
      step :create_shipment, fn ctx ->
        shipment = Shipping.create(ctx.order)
        {:ok, ctx
        |> assign(:delivery_method, :shipping)
        |> assign(:tracking_number, shipment.tracking)}
      end

      step :notify_warehouse, fn ctx ->
        Warehouse.queue_pick(ctx.order)
        {:ok, ctx}
      end

    :service ->
      step :schedule_appointment, fn ctx ->
        slot = Calendar.book(ctx.order)
        {:ok, ctx
        |> assign(:delivery_method, :appointment)
        |> assign(:appointment, slot)}
      end
  end

  step :send_confirmation, fn ctx ->
    Email.send_order_confirmation(ctx.order, ctx.delivery_method)
    {:ok, ctx}
  end
end
User Verification Flow
workflow "verify_user" do
  step :check_verification_status, fn ctx ->
    user = Users.get(ctx["user_id"])
    {:ok, %{
      user: user,
      verified: user.email_verified and user.phone_verified,
      verification_method: user.preferred_verification
    }}
  end

  branch on: fn ctx -> ctx.verified end do
    true ->
      step :already_verified, fn ctx ->
        {:ok, assign(ctx, :result, :already_verified)}
      end

    false ->
      # Nested branch for verification method
      branch on: fn ctx -> ctx.verification_method end do
        :email ->
          step :send_email_code, fn ctx ->
            code = generate_code()
            Email.send_verification(ctx.user.email, code)
            {:ok, assign(ctx, :pending_verification, :email)}
          end

        :sms ->
          step :send_sms_code, fn ctx ->
            code = generate_code()
            SMS.send(ctx.user.phone, code)
            {:ok, assign(ctx, :pending_verification, :sms)}
          end

        _ ->
          step :require_manual_verification, fn ctx ->
            Support.create_verification_ticket(ctx.user)
            {:ok, assign(ctx, :pending_verification, :manual)}
          end
      end
  end
end
Amount-Based Approval Routing
workflow "expense_routing" do
  step :load_expense, fn ctx ->
    expense = Expenses.get(ctx["expense_id"])
    {:ok, %{expense: expense, amount: expense.amount}}
  end

  step :determine_tier, fn ctx ->
    tier = cond do
      ctx.amount > 10000 -> :executive
      ctx.amount > 1000 -> :manager
      ctx.amount > 100 -> :team_lead
      true -> :auto
    end
    {:ok, assign(ctx, :approval_tier, tier)}
  end

  branch on: fn ctx -> ctx.approval_tier end do
    :executive ->
      step :cfo_approval, fn ctx ->
        request_approval(:cfo, ctx.expense)
        {:ok, ctx}
      end

      step :ceo_approval, fn ctx ->
        request_approval(:ceo, ctx.expense)
        {:ok, ctx}
      end

    :manager ->
      step :manager_approval, fn ctx ->
        request_approval(:manager, ctx.expense)
        {:ok, ctx}
      end

    :team_lead ->
      step :team_lead_approval, fn ctx ->
        request_approval(:team_lead, ctx.expense)
        {:ok, ctx}
      end

    :auto ->
      step :auto_approve, fn ctx ->
        Expenses.approve(ctx.expense, approver: :system)
        {:ok, ctx}
      end
  end
end
Branch vs Decision
Durable provides two ways to control flow:
	Feature	branch	decision
	Use case	Execute different step groups	Jump to a specific step
	Syntax	Pattern matching clauses	Return {:goto, :step, ctx}
	Multiple steps	Yes, per clause	No, single jump target
	Readability	High, reads top-to-bottom	Lower, requires tracing jumps

Use branch when:
	You have distinct paths with different steps
	Each path may have multiple steps
	You want readable, maintainable code

Use decision when:
	You need to skip certain steps
	You have simple conditional jumps
	The workflow is linear with occasional skips

# Prefer branch for distinct paths
branch on: fn ctx -> ctx.type end do
  :a ->
    step :handle_a, fn ctx -> {:ok, ctx} end
  :b ->
    step :handle_b, fn ctx -> {:ok, ctx} end
end

# Decision for simple skips
decision :check_skip, fn ctx ->
  if ctx.skip_optional do
    {:goto, :final_step, ctx}
  else
    {:ok, ctx}
  end
end

step :optional_step, fn ctx -> {:ok, ctx} end
step :final_step, fn ctx -> {:ok, ctx} end
Best Practices
Always Include a Default Clause
branch on: fn ctx -> ctx.status end do
  :active ->
    step :handle_active, fn ctx -> {:ok, ctx} end
  :pending ->
    step :handle_pending, fn ctx -> {:ok, ctx} end
  _ ->
    # Handle unexpected values gracefully
    step :handle_unknown, fn ctx ->
      Logger.warning("Unknown status: #{ctx.status}")
      {:ok, assign(ctx, :error, :unknown_status)}
    end
end
Keep Branches Focused
# Good - each branch does one thing
branch on: fn ctx -> ctx.payment_method end do
  :card ->
    step :charge_card, fn ctx -> {:ok, ctx} end
  :bank ->
    step :initiate_transfer, fn ctx -> {:ok, ctx} end
  :crypto ->
    step :process_crypto, fn ctx -> {:ok, ctx} end
end

# Avoid - too much logic in branches
branch on: fn ctx -> ctx.type end do
  :a ->
    step :step1, fn ctx -> {:ok, ctx} end
    step :step2, fn ctx -> {:ok, ctx} end
    step :step3, fn ctx -> {:ok, ctx} end
    step :step4, fn ctx -> {:ok, ctx} end
    step :step5, fn ctx -> {:ok, ctx} end
    # Consider extracting to separate workflow
end
Use Descriptive Keys
# Good
step :classify, fn ctx ->
  {:ok, assign(ctx, :document_type, :invoice)}
end
branch on: fn ctx -> ctx.document_type end do ... end

# Avoid
step :classify, fn ctx ->
  {:ok, assign(ctx, :t, :i)}
end
branch on: fn ctx -> ctx.t end do ... end


  

    Compensations (Saga Pattern)

Handle distributed transactions that need rollback when something fails.
What Are Compensations?
When a workflow performs actions with external side effects (booking flights, charging payments, sending emails), you often need to undo those actions if a later step fails. The saga pattern solves this by defining compensation handlers that run in reverse order when failures occur.
Quick Example
defmodule MyApp.BookTripWorkflow do
  use Durable
  use Durable.Helpers

  workflow "book_trip" do
    # Step 1: Book flight (with compensation)
    step :book_flight, [compensate: :cancel_flight], fn ctx ->
      booking = FlightAPI.book(ctx["flight"])
      {:ok, assign(ctx, :flight_id, booking.id)}
    end

    # Step 2: Book hotel (with compensation)
    step :book_hotel, [compensate: :cancel_hotel], fn ctx ->
      booking = HotelAPI.book(ctx["hotel"])
      {:ok, assign(ctx, :hotel_id, booking.id)}
    end

    # Step 3: Charge payment (no compensation needed - it's the last step)
    step :charge_payment, fn ctx ->
      # If this fails, compensations run automatically!
      PaymentService.charge(ctx.total)
      {:ok, ctx}
    end

    # Compensation handlers
    compensate :cancel_flight, fn ctx ->
      FlightAPI.cancel(ctx.flight_id)
      {:ok, ctx}
    end

    compensate :cancel_hotel, fn ctx ->
      HotelAPI.cancel(ctx.hotel_id)
      {:ok, ctx}
    end
  end
end
What happens when payment fails:
	:book_flight completes successfully
	:book_hotel completes successfully
	:charge_payment raises an error
	Durable automatically runs compensations in reverse order:	First: :cancel_hotel (undo hotel)
	Then: :cancel_flight (undo flight)


	Workflow status becomes :compensated

DSL Reference
Defining Compensations
compensate :handler_name, fn ctx ->
  # Undo logic here
  # Has access to workflow context
  {:ok, ctx}
end
Linking Steps to Compensations
step :my_step, [compensate: :my_handler], fn ctx ->
  # Step logic
  {:ok, ctx}
end
Compensation Options
compensate :handler_name, [retry: [max_attempts: 3, backoff: :exponential]], fn ctx ->
  # Compensation with retry
  {:ok, ctx}
end
Workflow Status States
	Status	Description
	:compensating	Currently running compensation handlers
	:compensated	All compensations completed successfully
	:compensation_failed	One or more compensations failed

How It Works
	Tracking: Durable tracks which steps with compensations have completed
	Failure: When any step fails, compensation is triggered
	Reverse Order: Compensations run in LIFO order (last completed first)
	Recording: Each compensation is recorded as a step execution
	Continuation: Compensation failures don't stop the chain - all compensations attempt to run

Best Practices
Make Compensations Idempotent
Compensations may run multiple times (retries, manual recovery). Design them to be safe to repeat:
compensate :cancel_booking, fn ctx ->
  booking_id = ctx.booking_id

  # Check if already cancelled before cancelling
  case BookingAPI.get(booking_id) do
    {:ok, %{status: :cancelled}} -> {:ok, ctx}
    {:ok, _booking} -> BookingAPI.cancel(booking_id); {:ok, ctx}
    {:error, :not_found} -> {:ok, ctx}
  end
end
Store IDs for Cleanup
Always store resource IDs in data so compensations can find them:
step :create_resource, [compensate: :delete_resource], fn ctx ->
  resource = ExternalAPI.create(ctx.params)
  {:ok, assign(ctx, :resource_id, resource.id)}  # Store for compensation
end

compensate :delete_resource, fn ctx ->
  ExternalAPI.delete(ctx.resource_id)
  {:ok, ctx}
end
Handle Partial Failures
Not all compensations may succeed. Check compensation_results for details:
{:ok, execution} = Durable.get_execution(workflow_id)

case execution.status do
  :compensated ->
    IO.puts("All compensations succeeded")

  :compensation_failed ->
    IO.puts("Some compensations failed:")
    Enum.each(execution.compensation_results, fn result ->
      IO.inspect(result)
    end)
end
Querying Compensation Results
Execution Results
{:ok, execution} = Durable.get_execution(workflow_id)

# Check compensation status
execution.status              # :compensated or :compensation_failed
execution.compensated_at      # When compensation completed
execution.compensation_results  # Array of results

# Result structure:
# [
#   %{
#     "step" => "book_hotel",
#     "compensation" => "cancel_hotel",
#     "result" => %{"status" => "completed"}
#   },
#   %{
#     "step" => "book_flight",
#     "compensation" => "cancel_flight",
#     "result" => %{"status" => "completed"}
#   }
# ]
Step Executions
{:ok, execution} = Durable.get_execution(workflow_id, include_steps: true)

# Find compensation step executions
compensation_steps = Enum.filter(execution.steps, & &1.is_compensation)

Enum.each(compensation_steps, fn step ->
  IO.puts("#{step.step_name}: #{step.status}")
  IO.puts("  Compensating for: #{step.compensation_for}")
  IO.puts("  Duration: #{step.duration_ms}ms")
end)
Complete Example: E-Commerce Order
defmodule MyApp.ProcessOrderWorkflow do
  use Durable
  use Durable.Helpers

  workflow "process_order" do
    step :reserve_inventory, [compensate: :release_inventory], fn ctx ->
      items = ctx["items"]

      reservations = Enum.map(items, fn item ->
        {:ok, res} = Inventory.reserve(item.sku, item.quantity)
        res.id
      end)

      {:ok, assign(ctx, :reservation_ids, reservations)}
    end

    step :charge_customer, [compensate: :refund_customer], fn ctx ->
      amount = ctx["total"]
      {:ok, charge} = Payments.charge(ctx["customer_id"], amount)
      {:ok, assign(ctx, :charge_id, charge.id)}
    end

    step :create_shipment, fn ctx ->
      # If shipping fails, inventory is released and payment refunded
      {:ok, shipment} = Shipping.create(ctx["address"], ctx["items"])
      {:ok, assign(ctx, :shipment_id, shipment.id)}
    end

    step :send_confirmation, fn ctx ->
      Email.send_order_confirmation(ctx["customer_email"], %{
        shipment_id: ctx.shipment_id,
        charge_id: ctx.charge_id
      })
      {:ok, ctx}
    end

    # Compensations
    compensate :release_inventory, fn ctx ->
      Enum.each(ctx.reservation_ids, fn id ->
        Inventory.release(id)
      end)
      {:ok, ctx}
    end

    compensate :refund_customer, fn ctx ->
      Payments.refund(ctx.charge_id)
      {:ok, ctx}
    end
  end
end


  

    Workflow Orchestration

Compose workflows by calling child workflows from parent steps.
Setup
defmodule MyApp.MyWorkflow do
  use Durable
  use Durable.Helpers
  use Durable.Context
  use Durable.Orchestration  # Import orchestration functions
end
call_workflow/3 — Synchronous Child
Start a child workflow and wait for its result. The parent suspends until the child completes or fails.
workflow "order_pipeline" do
  step :charge, fn data ->
    case call_workflow(MyApp.PaymentWorkflow, %{"amount" => data.total},
           timeout: hours(1)) do
      {:ok, result} ->
        {:ok, assign(data, :payment_id, result["payment_id"])}
      {:error, reason} ->
        {:error, "Payment failed: #{inspect(reason)}"}
    end
  end
end
Options:
	Option	Description	Default
	:ref	Reference name for idempotency	Module name
	:timeout	Max wait time in ms	None (wait forever)
	:timeout_value	Value returned on timeout	:child_timeout
	:queue	Queue for child workflow	"default"

Return values:
	Child Status	Return
	Completed	{:ok, child_context}
	Failed	{:error, error_info}
	Cancelled	{:error, error_info}
	Timeout	{:ok, timeout_value}

How It Works
	Parent step calls call_workflow(ChildModule, input)
	Child workflow execution is created with parent_workflow_id set
	Parent suspends (like wait_for_event)
	Child runs in the queue independently
	When child completes/fails, parent is automatically notified
	Parent resumes and call_workflow returns the result

start_workflow/3 — Fire-and-Forget
Start a child workflow without waiting. Parent continues immediately.
workflow "onboarding" do
  step :send_emails, fn data ->
    {:ok, welcome_id} = start_workflow(MyApp.EmailWorkflow,
      %{"to" => data.email, "template" => "welcome"},
      ref: :welcome_email
    )
    {:ok, assign(data, :welcome_workflow_id, welcome_id)}
  end

  step :next_step, fn data ->
    # Parent continues — doesn't wait for email to send
    {:ok, data}
  end
end
Options:
	Option	Description	Default
	:ref	Reference name for idempotency	Module name
	:queue	Queue for child workflow	"default"

Idempotency
Both functions are idempotent on resume. If the parent workflow crashes and restarts:
	call_workflow — Won't create a duplicate child. If the child already completed, returns the result immediately.
	start_workflow — Won't create a duplicate child. Returns the same child_id.

The :ref option controls idempotency grouping. Use different refs to create multiple children of the same type:
step :send_multiple, fn data ->
  {:ok, _} = start_workflow(MyApp.EmailWorkflow,
    %{"template" => "welcome"}, ref: :welcome)

  {:ok, _} = start_workflow(MyApp.EmailWorkflow,
    %{"template" => "getting_started"}, ref: :getting_started)

  {:ok, data}
end
Cascade Cancellation
Cancelling a parent automatically cancels all active children:
# This cancels the parent AND any pending/running/waiting children
Durable.cancel(parent_workflow_id, "User cancelled order")
Children that already completed are not affected.
Querying Children
List child workflows for a parent:
# All children
children = Durable.list_children(parent_workflow_id)

# Filter by status
running = Durable.list_children(parent_workflow_id, status: :running)
completed = Durable.list_children(parent_workflow_id, status: :completed)
Examples
Order Pipeline
A parent workflow that calls payment and notification children:
defmodule MyApp.PaymentWorkflow do
  use Durable
  use Durable.Context

  workflow "charge" do
    step :process, fn _data ->
      amount = input()["amount"]
      put_context(:payment_id, "pay_#{:rand.uniform(10_000)}")
      put_context(:charged, amount)
    end
  end
end

defmodule MyApp.EmailWorkflow do
  use Durable
  use Durable.Context

  workflow "send_email" do
    step :deliver, fn _data ->
      to = input()["to"]
      template = input()["template"]
      Mailer.deliver(to, template)
      put_context(:delivered, true)
    end
  end
end

defmodule MyApp.OrderWorkflow do
  use Durable
  use Durable.Context
  use Durable.Orchestration
  use Durable.Helpers

  workflow "process_order" do
    step :validate, fn _data ->
      order = input()
      put_context(:order_id, order["id"])
      put_context(:total, order["total"])
      put_context(:email, order["email"])
    end

    # Synchronous — wait for payment result
    step :charge_payment, fn data ->
      case call_workflow(MyApp.PaymentWorkflow,
             %{"amount" => data.total}, timeout: hours(1)) do
        {:ok, result} ->
          {:ok, assign(data, :payment_id, result["payment_id"])}
        {:error, reason} ->
          {:error, "Payment failed: #{inspect(reason)}"}
      end
    end

    # Fire-and-forget — email sent independently
    step :send_confirmation, fn data ->
      {:ok, email_id} = start_workflow(MyApp.EmailWorkflow,
        %{"to" => data.email, "template" => "order_confirmed"},
        ref: :confirmation_email
      )
      {:ok, assign(data, :email_workflow_id, email_id)}
    end

    step :complete, fn data ->
      {:ok, assign(data, :status, "completed")}
    end
  end
end

# Start the pipeline
{:ok, id} = Durable.start(MyApp.OrderWorkflow, %{
  "id" => "order_123",
  "total" => 99.99,
  "email" => "user@example.com"
})
Nested Workflows (A → B → C)
Workflows can call children that call their own children:
defmodule MyApp.StepC do
  use Durable
  use Durable.Context

  workflow "step_c" do
    step :work, fn _data ->
      put_context(:c_result, "done")
    end
  end
end

defmodule MyApp.StepB do
  use Durable
  use Durable.Context
  use Durable.Orchestration

  workflow "step_b" do
    step :call_c, fn data ->
      case call_workflow(MyApp.StepC, %{}) do
        {:ok, result} ->
          {:ok, assign(data, :c_result, result["c_result"])}
        {:error, reason} ->
          {:error, reason}
      end
    end
  end
end

defmodule MyApp.StepA do
  use Durable
  use Durable.Context
  use Durable.Orchestration

  workflow "step_a" do
    step :call_b, fn data ->
      case call_workflow(MyApp.StepB, %{}) do
        {:ok, result} ->
          {:ok, assign(data, :b_result, result)}
        {:error, reason} ->
          {:error, reason}
      end
    end
  end
end
Error Handling
Handle child failures gracefully with branching:
workflow "resilient_order" do
  step :try_payment, fn data ->
    result = call_workflow(MyApp.PaymentWorkflow,
      %{"amount" => data.total}, timeout: minutes(30))

    case result do
      {:ok, payment} ->
        {:ok, data |> assign(:payment, payment) |> assign(:payment_status, :success)}
      {:error, _reason} ->
        {:ok, assign(data, :payment_status, :failed)}
    end
  end

  branch on: fn ctx -> ctx.payment_status end do
    :success ->
      step :fulfill, fn data ->
        {:ok, assign(data, :fulfilled, true)}
      end

    :failed ->
      step :notify_failure, fn data ->
        Mailer.send_payment_failure(data.email)
        {:ok, assign(data, :fulfilled, false)}
      end
  end
end
call_workflow Inside parallel Blocks
call_workflow works inside parallel blocks. Child workflows are executed inline (synchronously) within the parallel task, so the result is available immediately — no suspend/resume cycle.
workflow "enrich_order" do
  step :init, fn input ->
    {:ok, %{order_id: input["order_id"]}}
  end

  parallel on_error: :complete_all do
    step :enrich_customer, fn data ->
      case call_workflow(MyApp.CustomerLookup, %{"id" => data.order_id}, ref: :customer) do
        {:ok, result} -> {:ok, assign(data, :customer, result)}
        {:error, reason} -> {:error, reason}
      end
    end

    step :enrich_inventory, fn data ->
      case call_workflow(MyApp.InventoryCheck, %{"id" => data.order_id}, ref: :inventory) do
        {:ok, result} -> {:ok, assign(data, :inventory, result)}
        {:error, reason} -> {:error, reason}
      end
    end
  end

  step :process, fn data ->
    results = data[:__results__]
    # Handle results from parallel call_workflow steps...
    {:ok, data}
  end
end
How it works: When call_workflow detects it's inside a parallel block, it creates the child execution and runs it synchronously via Executor.execute_workflow instead of throwing to suspend. The parent's process state is saved beforehand and restored after the child completes.
Limitation: Child workflows that use waits (sleep, wait_for_event, etc.) are not supported inside parallel blocks — they will return an error since the inline execution cannot suspend.
Limitations
	Child workflows with waits (sleep, wait_for_event) cannot be used inside parallel blocks
	Child workflows run in the queue system — they're not executed inline by default (except in parallel blocks)
	The :timeout option requires the timeout checker to be running (same as wait_for_event)

Best Practices
Use Meaningful Refs
# Good — clear what each child does
start_workflow(MyApp.EmailWorkflow, input, ref: :welcome_email)
start_workflow(MyApp.EmailWorkflow, input, ref: :receipt_email)

# Avoid — will collide if calling same module twice
start_workflow(MyApp.EmailWorkflow, input1)
start_workflow(MyApp.EmailWorkflow, input2)  # Returns first child's ID!
Handle Both Success and Failure
# Good — handles both cases
case call_workflow(MyApp.PaymentWorkflow, input) do
  {:ok, result} -> handle_success(result)
  {:error, reason} -> handle_failure(reason)
end

# Risky — crashes on child failure
{:ok, result} = call_workflow(MyApp.PaymentWorkflow, input)
Set Timeouts for call_workflow
# Good — won't wait forever
call_workflow(MyApp.SlowService, input, timeout: hours(2))

# Risky — waits indefinitely if child hangs
call_workflow(MyApp.SlowService, input)


  

    Parallel Execution

Run multiple steps concurrently and collect results as tagged tuples.
Basic Usage
defmodule MyApp.OnboardingWorkflow do
  use Durable
  use Durable.Helpers
  use Durable.Context

  workflow "onboard_user" do
    step :create_user, fn data ->
      user = Users.create(data)
      {:ok, %{user_id: user.id}}
    end

    # These three steps run concurrently
    parallel do
      step :send_welcome_email, fn data ->
        Mailer.send_welcome(data.user_id)
        {:ok, %{email_sent: true}}
      end

      step :provision_workspace, fn data ->
        workspace = Workspaces.create(data.user_id)
        {:ok, %{workspace_id: workspace.id}}
      end

      step :setup_billing, fn data ->
        Billing.setup(data.user_id)
        {:ok, %{billing_ready: true}}
      end
    end

    # Access results from parallel steps
    step :complete, fn data ->
      results = data[:__results__]

      case {results[:send_welcome_email], results[:provision_workspace]} do
        {{:ok, _}, {:ok, _}} ->
          {:ok, Map.put(data, :onboarded, true)}

        _ ->
          {:error, "Onboarding incomplete"}
      end
    end
  end
end
Results Model
Parallel steps produce results stored in the __results__ key with tagged tuples:
# After parallel block completes, context contains:
%{
  ...original_context,
  __results__: %{
    step_name: {:ok, returned_data} | {:error, reason}
  }
}
Accessing Results
Use parallel_results/0, parallel_result/1, and parallel_ok?/1 helpers:
step :handle_results, fn ctx ->
  # Get all results
  results = parallel_results()  # => %{payment: {:ok, ...}, delivery: {:error, ...}}

  # Get specific result
  case parallel_result(:payment) do
    {:ok, payment} -> # handle success
    {:error, reason} -> # handle error
  end

  # Check if step succeeded
  if parallel_ok?(:payment) do
    # payment was successful
  end

  {:ok, ctx}
end
Or access directly from the context:
step :handle_results, fn ctx ->
  case ctx[:__results__][:payment] do
    {:ok, payment} -> {:ok, Map.put(ctx, :payment_id, payment.id)}
    {:error, _} -> {:goto, :handle_payment_failure, ctx}
  end
end
The into: Callback
Use into: to transform results before passing to the next step:
parallel into: fn ctx, results ->
  # ctx = original context (unchanged by parallel steps)
  # results = %{step_name => {:ok, data} | {:error, reason}}

  case {results[:payment], results[:delivery]} do
    {{:ok, payment}, {:ok, delivery}} ->
      # Return transformed context
      {:ok, Map.merge(ctx, %{
        payment_id: payment.id,
        delivery_status: delivery.status
      })}

    {{:ok, _}, {:error, :not_found}} ->
      # Jump to another step
      {:goto, :handle_backorder, ctx}

    _ ->
      # Fail the workflow
      {:error, "Critical failure"}
  end
end do
  step :payment, fn ctx -> {:ok, %{id: 123}} end
  step :delivery, fn ctx -> {:error, :not_found} end
end
into: Return Values
	Return	Effect
	{:ok, ctx}	Continue to next step with new context
	{:error, reason}	Fail the workflow
	{:goto, :step_name, ctx}	Jump to the named step

When into: is provided, the __results__ key is NOT added to the context - the into: callback controls what the next step receives.
The returns: Option
Customize the key name for a step's result:
parallel do
  step :fetch_order, returns: :order do
    fn ctx -> {:ok, %{items: [...]}} end
  end

  step :fetch_user, returns: :user do
    fn ctx -> {:ok, %{name: "John"}} end
  end
end

# Results:
# %{__results__: %{order: {:ok, %{items: [...]}}, user: {:ok, %{name: "John"}}}}
This is useful when the step name is verbose but you want a simpler key in results.
Error Handling
:on_error Option
	Strategy	Description
	:fail_fast	Stop on first error (default)
	:complete_all	Wait for all steps, collect all results

# Fail fast (default) - workflow fails on first error
parallel on_error: :fail_fast do
  step :critical_task, fn ctx ->
    {:ok, ctx}
  end
end

# Complete all - continue despite errors, let next step handle
parallel on_error: :complete_all do
  step :send_sms, fn ctx ->
    case SMS.send(ctx.user_id) do
      :ok -> {:ok, %{sms_sent: true}}
      {:error, e} -> {:error, e}  # Preserved in results
    end
  end

  step :send_email, fn ctx ->
    case Mailer.send(ctx.user_id) do
      :ok -> {:ok, %{email_sent: true}}
      {:error, e} -> {:error, e}  # Preserved in results
    end
  end
end

step :check_notifications, fn ctx ->
  results = ctx[:__results__]
  sms_ok = match?({:ok, _}, results[:send_sms])
  email_ok = match?({:ok, _}, results[:send_email])

  cond do
    sms_ok and email_ok -> {:ok, Map.put(ctx, :all_sent, true)}
    sms_ok or email_ok -> {:ok, Map.put(ctx, :partial_sent, true)}
    true -> {:error, "All notifications failed"}
  end
end
Examples
Fetching Data from Multiple Sources
workflow "dashboard_data" do
  step :init, fn input ->
    {:ok, %{user_id: input["user_id"]}}
  end

  parallel on_error: :complete_all do
    step :fetch_orders, fn ctx ->
      case Orders.recent(limit: 10) do
        {:ok, orders} -> {:ok, %{orders: orders}}
        {:error, e} -> {:error, e}
      end
    end

    step :fetch_metrics, fn ctx ->
      {:ok, %{metrics: Analytics.daily_metrics()}}
    end

    step :fetch_notifications, fn ctx ->
      {:ok, %{notifications: Notifications.unread()}}
    end
  end

  step :build_dashboard, fn ctx ->
    results = ctx[:__results__]

    # Handle partial failures gracefully
    orders = case results[:fetch_orders] do
      {:ok, data} -> data.orders
      {:error, _} -> []
    end

    metrics = case results[:fetch_metrics] do
      {:ok, data} -> data.metrics
      {:error, _} -> %{}
    end

    {:ok, %{
      dashboard: %{orders: orders, metrics: metrics},
      has_errors: Enum.any?(results, fn {_, r} -> match?({:error, _}, r) end)
    }}
  end
end
Conditional Branching Based on Results
workflow "order_processing" do
  step :validate, fn input ->
    {:ok, %{order_id: input["order_id"]}}
  end

  parallel into: fn ctx, results ->
    case {results[:check_inventory], results[:check_payment]} do
      {{:ok, inv}, {:ok, pay}} when inv.available and pay.authorized ->
        {:ok, Map.merge(ctx, %{inventory: inv, payment: pay, ready: true})}

      {{:ok, _}, {:error, :card_declined}} ->
        {:goto, :handle_payment_issue, ctx}

      {{:error, :out_of_stock}, _} ->
        {:goto, :handle_backorder, ctx}

      _ ->
        {:error, "Order validation failed"}
    end
  end do
    step :check_inventory, fn ctx ->
      case Inventory.check(ctx.order_id) do
        {:ok, inv} -> {:ok, %{available: inv.quantity > 0, quantity: inv.quantity}}
        {:error, e} -> {:error, e}
      end
    end

    step :check_payment, fn ctx ->
      case Payment.authorize(ctx.order_id) do
        {:ok, auth} -> {:ok, %{authorized: true, auth_code: auth.code}}
        {:error, e} -> {:error, e}
      end
    end
  end

  step :fulfill_order, fn ctx ->
    # Only reached if both checks passed
    {:ok, Map.put(ctx, :fulfilled, true)}
  end

  step :handle_payment_issue, fn ctx ->
    {:ok, Map.put(ctx, :needs_payment_retry, true)}
  end

  step :handle_backorder, fn ctx ->
    {:ok, Map.put(ctx, :backordered, true)}
  end
end
With Retry on Individual Steps
parallel do
  step :external_api_call, [retry: [max_attempts: 5, backoff: :exponential]], fn ctx ->
    result = ExternalAPI.fetch_data()
    {:ok, %{external: result}}
  end

  step :quick_local_task, fn ctx ->
    {:ok, %{local: LocalDB.query()}}
  end
end
Calling Child Workflows in Parallel
You can use call_workflow inside parallel steps. Child workflows execute inline (synchronously) within the parallel task — no suspend/resume needed.
parallel on_error: :complete_all do
  step :payment, fn data ->
    case call_workflow(MyApp.PaymentWorkflow, %{"amount" => data.total}, ref: :payment) do
      {:ok, result} -> {:ok, assign(data, :payment, result)}
      {:error, reason} -> {:error, reason}
    end
  end

  step :shipping, fn data ->
    case call_workflow(MyApp.ShippingWorkflow, %{"order" => data.order_id}, ref: :shipping) do
      {:ok, result} -> {:ok, assign(data, :shipping, result)}
      {:error, reason} -> {:error, reason}
    end
  end
end
Note: Child workflows that use waits (sleep, wait_for_event, etc.) are not supported inside parallel blocks — they will return an error. Only synchronously-completing children work here.
See the Orchestration Guide for more details on call_workflow.
How It Works
	The parallel block starts all steps concurrently as separate tasks
	Each step receives a copy of the current context (steps are isolated)
	When all steps complete, results are collected into __results__ map
	If into: is provided, it transforms the results
	Execution continues to the next step

Best Practices
Keep Parallel Steps Independent
Parallel steps shouldn't depend on each other's data:
# Good - independent operations
parallel do
  step :a, fn ctx -> {:ok, %{result_a: compute_a()}} end
  step :b, fn ctx -> {:ok, %{result_b: compute_b()}} end
end

# Bad - step b depends on step a's data
parallel do
  step :a, fn ctx -> {:ok, Map.put(ctx, :value, 42)} end
  step :b, fn ctx ->
    # ctx doesn't have :value - steps are isolated!
    x = ctx[:value]  # Returns nil
    {:ok, ctx}
  end
end
Use into: for Complex Result Handling
When you need to:
	Transform multiple results into a single value
	Make branching decisions based on results
	Fail early on certain combinations

parallel into: fn ctx, results ->
  # Clear logic for handling result combinations
  case {results[:a], results[:b]} do
    {{:ok, a}, {:ok, b}} -> {:ok, combine(ctx, a, b)}
    {{:error, _}, _} -> {:goto, :handle_a_failure, ctx}
    {_, {:error, _}} -> {:goto, :handle_b_failure, ctx}
  end
end do
  step :a, fn ctx -> ... end
  step :b, fn ctx -> ... end
end
Choose the Right Error Strategy
	Use :fail_fast when all steps must succeed (transactions, critical paths)
	Use :complete_all when steps are independent and you want to handle partial success

Return Focused Data from Steps
Return only the data the step produces, not the entire context:
# Good - return just the new data
step :fetch_user, fn ctx ->
  user = Users.get(ctx.user_id)
  {:ok, %{name: user.name, email: user.email}}
end

# Less ideal - returning modified context
step :fetch_user, fn ctx ->
  user = Users.get(ctx.user_id)
  {:ok, Map.put(ctx, :user, user)}  # Works but adds unnecessary data
end


  

    Wait Primitives

Suspend workflows to wait for time, events, or human input.
Setup
defmodule MyApp.MyWorkflow do
  use Durable
  use Durable.Helpers
  use Durable.Wait  # Import wait functions
end
Duration Helpers
Use these helpers to specify durations:
seconds(30)   # 30 seconds in ms
minutes(5)    # 5 minutes in ms
hours(2)      # 2 hours in ms
days(1)       # 1 day in ms
Sleep Functions
sleep/1 - Duration-Based Sleep
Suspend the workflow for a specific duration.
workflow "delayed_task" do
  step :start, fn ctx ->
    Logger.info("Starting task")
    {:ok, ctx}
  end

  step :wait, fn ctx ->
    sleep(minutes(30))
    {:ok, ctx}
  end

  step :continue, fn ctx ->
    Logger.info("Resumed after 30 minutes")
    {:ok, ctx}
  end
end
Duration examples:
	Duration	Code
	30 seconds	sleep(seconds(30))
	5 minutes	sleep(minutes(5))
	2 hours	sleep(hours(2))
	1 day	sleep(days(1))

schedule_at/1 - Time-Based Sleep
Suspend until a specific datetime.
step :schedule, fn ctx ->
  # Wake up at midnight UTC
  schedule_at(~U[2025-12-25 00:00:00Z])
  {:ok, ctx}
end

# Or use time helpers
step :wait_until_business_hours, fn ctx ->
  schedule_at(next_business_day(hour: 9))
  {:ok, ctx}
end

step :wait_for_monday, fn ctx ->
  schedule_at(next_weekday(:monday, hour: 9))
  {:ok, ctx}
end
Time Helpers
Use these with schedule_at/1:
	Helper	Description	Example
	next_business_day/0,1	Next Mon-Fri	next_business_day(hour: 9)
	next_weekday/1,2	Next specific day	next_weekday(:friday, hour: 17)
	end_of_day/0,1	End of current day	end_of_day()

# Wake up at 9am on the next business day
schedule_at(next_business_day(hour: 9))

# Wake up at 5pm next Friday
schedule_at(next_weekday(:friday, hour: 17))

# Wake up at end of today
schedule_at(end_of_day())
Event Waiting
wait_for_event/2 - Single Event
Suspend until an external system sends an event.
workflow "payment_flow" do
  step :initiate_payment, fn ctx ->
    payment = Payments.create(ctx["amount"])
    {:ok, assign(ctx, :payment_id, payment.id)}
  end

  step :await_confirmation, fn ctx ->
    result = wait_for_event("payment_confirmed",
      timeout: minutes(15),
      timeout_value: :timeout
    )
    {:ok, assign(ctx, :payment_result, result)}
  end

  step :process_result, fn ctx ->
    case ctx.payment_result do
      :timeout -> handle_timeout()
      %{status: "success"} -> handle_success()
      _ -> handle_failure()
    end
    {:ok, ctx}
  end
end
Options:
	Option	Description
	:timeout	Max wait time (e.g., minutes(15))
	:timeout_value	Value returned on timeout

wait_for_any/2 - First Event Wins
Wait for any one of multiple events. Returns {event_name, payload}.
workflow "order_status" do
  step :await_result, fn ctx ->
    {event, payload} = wait_for_any(["success", "failure", "cancelled"],
      timeout: hours(24),
      timeout_value: {:timeout, nil}
    )
    {:ok, ctx
    |> assign(:result_event, event)
    |> assign(:result_data, payload)}
  end

  step :handle_result, fn ctx ->
    case ctx.result_event do
      "success" -> process_success(ctx.result_data)
      "failure" -> process_failure(ctx.result_data)
      "cancelled" -> process_cancellation()
    end
    {:ok, ctx}
  end
end
wait_for_all/2 - All Events Required
Wait for all specified events. Returns %{event_name => payload}.
workflow "multi_approval" do
  step :await_approvals, fn ctx ->
    results = wait_for_all(["manager_approval", "legal_approval", "finance_approval"],
      timeout: days(7),
      timeout_value: {:timeout, :partial}
    )
    {:ok, assign(ctx, :approvals, results)}
  end

  step :process_approvals, fn ctx ->
    case ctx.approvals do
      {:timeout, :partial} ->
        handle_incomplete_approvals()
      %{} = all_approvals ->
        if Enum.all?(all_approvals, fn {_k, v} -> v.approved end) do
          proceed_with_request()
        else
          reject_request()
        end
    end
    {:ok, ctx}
  end
end
Sending Events
From your application code (webhook handler, API endpoint, etc.):
# Send event to resume workflow
Durable.Wait.send_event(
  workflow_id,
  "payment_confirmed",
  %{status: "success", transaction_id: "txn_123"}
)
Human-in-the-Loop
wait_for_input/2 - Generic Human Input
Suspend until a human provides input.
workflow "approval_flow" do
  step :prepare_request, fn ctx ->
    {:ok, %{request: ctx}}
  end

  step :await_approval, fn ctx ->
    result = wait_for_input("manager_approval",
      type: :approval,
      prompt: "Approve this request?",
      timeout: days(3),
      timeout_value: :auto_rejected
    )
    {:ok, assign(ctx, :approval, result)}
  end

  step :process_decision, fn ctx ->
    status = case ctx.approval do
      :auto_rejected -> :rejected_timeout
      %{approved: true} -> :approved
      _ -> :rejected
    end
    {:ok, assign(ctx, :status, status)}
  end
end
Options:
	Option	Description
	:type	Input type (see below)
	:prompt	Message to show user
	:metadata	Additional data for UI
	:timeout	Max wait time
	:timeout_value	Value on timeout
	:fields	Field definitions for forms
	:choices	Options for choice inputs

Input types:
	Type	Use Case
	:approval	Simple yes/no decision
	:form	Structured data entry
	:single_choice	Pick one option
	:free_text	Open text input

Convenience Wrappers
wait_for_approval/2
Wait for an approval decision. Returns :approved or :rejected.
step :manager_review, fn ctx ->
  result = wait_for_approval("expense_approval",
    prompt: "Approve expense for $500?",
    metadata: %{employee: "John", amount: 500},
    timeout: days(3),
    timeout_value: :auto_approved
  )
  {:ok, assign(ctx, :approved, result == :approved)}
end
wait_for_choice/2
Wait for a single choice selection.
step :select_shipping, fn ctx ->
  method = wait_for_choice("shipping_method",
    prompt: "Select shipping method:",
    choices: [
      %{value: :express, label: "Express ($15)"},
      %{value: :standard, label: "Standard (Free)"}
    ],
    timeout: hours(24),
    timeout_value: :standard
  )
  {:ok, assign(ctx, :shipping, method)}
end
wait_for_text/2
Wait for text input.
step :get_reason, fn ctx ->
  reason = wait_for_text("rejection_reason",
    prompt: "Please provide a reason for rejection:",
    timeout: hours(4),
    timeout_value: "No reason provided"
  )
  {:ok, assign(ctx, :reason, reason)}
end
wait_for_form/2
Wait for form submission.
step :collect_details, fn ctx ->
  result = wait_for_form("equipment_request",
    prompt: "Please specify equipment needs",
    fields: [
      %{name: :laptop, type: :select, options: ["MacBook Pro", "ThinkPad X1"], required: true},
      %{name: :monitor, type: :select, options: ["24 inch", "27 inch", "None"], required: false},
      %{name: :notes, type: :text, required: false}
    ],
    timeout: days(7)
  )
  {:ok, assign(ctx, :equipment, result)}
end
Providing Input
From your application (admin UI, API, etc.):
# Provide human input to resume workflow
Durable.Wait.provide_input(
  workflow_id,
  "manager_approval",
  %{approved: true, comment: "Looks good"}
)
Listing Pending Inputs
Find workflows waiting for human input:
# Get all pending inputs
pending = Durable.Wait.list_pending_inputs()

# Filter by status
pending = Durable.Wait.list_pending_inputs(status: :pending)

# Filter by timeout
soon = Durable.Wait.list_pending_inputs(
  timeout_before: DateTime.add(DateTime.utc_now(), 3600)
)
Examples
Multi-Stage Approval
workflow "expense_approval" do
  step :submit, fn ctx ->
    {:ok, %{expense: ctx, amount: ctx["amount"]}}
  end

  step :manager_review, fn ctx ->
    if ctx.amount > 1000 do
      result = wait_for_approval("manager_approval",
        prompt: "Approve expense of $#{ctx.amount}?",
        timeout: days(2)
      )
      {:ok, assign(ctx, :manager_approved, result == :approved)}
    else
      {:ok, assign(ctx, :manager_approved, true)}
    end
  end

  step :finance_review, fn ctx ->
    if ctx.amount > 5000 and ctx.manager_approved do
      result = wait_for_approval("finance_approval",
        timeout: days(3)
      )
      {:ok, assign(ctx, :finance_approved, result == :approved)}
    else
      {:ok, assign(ctx, :finance_approved, true)}
    end
  end

  step :finalize, fn ctx ->
    if ctx.manager_approved and ctx.finance_approved do
      Expenses.approve(ctx.expense)
    else
      Expenses.reject(ctx.expense)
    end
    {:ok, ctx}
  end
end
Webhook Integration
workflow "order_fulfillment" do
  step :create_shipment, fn ctx ->
    shipment = Shipping.create(ctx["order_id"])
    {:ok, %{
      shipment_id: shipment.id,
      tracking_number: shipment.tracking,
      order_id: ctx["order_id"]
    }}
  end

  step :await_delivery, fn ctx ->
    # Wait for webhook from shipping provider
    event = wait_for_event("shipment_delivered",
      timeout: days(14),
      timeout_value: :lost_package
    )
    {:ok, assign(ctx, :delivery_status, event)}
  end

  step :handle_delivery, fn ctx ->
    case ctx.delivery_status do
      :lost_package ->
        Support.create_ticket("Lost package", ctx.shipment_id)
      %{status: "delivered"} ->
        Orders.mark_complete(ctx.order_id)
      _ ->
        Logger.warning("Unexpected delivery status")
    end
    {:ok, ctx}
  end
end

# In your webhook controller:
def handle_shipping_webhook(conn, %{"tracking" => tracking, "status" => "delivered"} = params) do
  workflow_id = lookup_workflow_by_tracking(tracking)

  Durable.Wait.send_event(workflow_id, "shipment_delivered", %{
    status: "delivered",
    delivered_at: params["timestamp"]
  })

  json(conn, %{ok: true})
end
Scheduled Reminders
workflow "subscription_renewal" do
  step :check_expiry, fn ctx ->
    subscription = Subscriptions.get(ctx["subscription_id"])
    {:ok, %{subscription: subscription, expires_at: subscription.expires_at}}
  end

  step :wait_for_reminder_time, fn ctx ->
    reminder_time = DateTime.add(ctx.expires_at, -7, :day)  # 7 days before
    schedule_at(reminder_time)
    {:ok, ctx}
  end

  step :send_reminder, fn ctx ->
    Mailer.send_renewal_reminder(ctx.subscription.user_email)
    {:ok, ctx}
  end

  step :await_renewal, fn ctx ->
    renewal = wait_for_event("subscription_renewed",
      timeout: days(7),
      timeout_value: :not_renewed
    )
    {:ok, assign(ctx, :renewal_result, renewal)}
  end

  step :handle_result, fn ctx ->
    case ctx.renewal_result do
      :not_renewed ->
        Subscriptions.expire(ctx.subscription.id)
      _ ->
        Logger.info("Subscription renewed")
    end
    {:ok, ctx}
  end
end
Parallel Approvals
workflow "contract_approval" do
  step :submit_contract, fn ctx ->
    {:ok, %{contract: ctx}}
  end

  step :await_all_approvals, fn ctx ->
    # Wait for all three departments to approve
    results = wait_for_all(["legal", "finance", "management"],
      timeout: days(5),
      timeout_value: {:timeout, :incomplete}
    )
    {:ok, assign(ctx, :approval_results, results)}
  end

  step :finalize, fn ctx ->
    status = case ctx.approval_results do
      {:timeout, :incomplete} -> :timed_out
      approvals ->
        all_approved = Enum.all?(approvals, fn {_, v} -> v["approved"] end)
        if all_approved, do: :approved, else: :rejected
    end
    {:ok, assign(ctx, :status, status)}
  end
end
Race Condition Handling
workflow "payment_with_timeout" do
  step :await_payment_or_cancel, fn ctx ->
    # First event wins
    {event, event_data} = wait_for_any(["payment_received", "user_cancelled", "fraud_detected"],
      timeout: hours(1),
      timeout_value: {:timeout, nil}
    )
    {:ok, ctx
    |> assign(:result_event, event)
    |> assign(:result_data, event_data)}
  end

  step :handle_result, fn ctx ->
    case ctx.result_event do
      "payment_received" -> complete_order()
      "user_cancelled" -> refund_if_needed()
      "fraud_detected" -> flag_for_review()
      :timeout -> expire_order()
    end
    {:ok, ctx}
  end
end
Best Practices
Always Handle Timeouts
step :await_response, fn ctx ->
  result = wait_for_input("approval",
    timeout: days(7),
    timeout_value: :timed_out  # Always provide a timeout value
  )

  case result do
    :timed_out -> handle_timeout()
    response -> handle_response(response)
  end
  {:ok, assign(ctx, :response, result)}
end
Use Meaningful Event Names
# Good - descriptive and namespaced
wait_for_event("payment.confirmed")
wait_for_event("shipment.delivered")
wait_for_event("user.verified_email")

# Avoid - too generic
wait_for_event("done")
wait_for_event("event")
Store Data Before Waiting
step :prepare_and_wait, fn ctx ->
  # Save important data before suspending
  ctx = ctx
  |> assign(:prepared_at, DateTime.utc_now())
  |> assign(:request_details, ctx)

  # Now wait
  wait_for_input("approval")
  {:ok, ctx}
end
Use Convenience Wrappers
# Good - clear intent
wait_for_approval("manager_approval", prompt: "Approve?")
wait_for_choice("priority", choices: [...])
wait_for_text("comments")
wait_for_form("details", fields: [...])

# Also works but less clear
wait_for_input("approval", type: :approval)
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A durable, resumable workflow engine for Elixir.
Durable provides a clean DSL for defining workflows with built-in support for:
	Resumability: Sleep, wait for events, wait for human input
	Reliability: Automatic retries with configurable backoff strategies
	Observability: Built-in log capture and graph visualization
	Composability: Decision steps, loops, parallel execution, and more

Installation
Add Durable to your supervision tree:
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    children = [
      MyApp.Repo,
      {Durable, repo: MyApp.Repo}
    ]

    opts = [strategy: :one_for_one, name: MyApp.Supervisor]
    Supervisor.start_link(children, opts)
  end
end
Create a migration for Durable tables:
defmodule MyApp.Repo.Migrations.AddDurable do
  use Ecto.Migration

  def up, do: Durable.Migration.up()
  def down, do: Durable.Migration.down()
end
Quick Start
Define a workflow using the DSL:
defmodule MyApp.OrderWorkflow do
  use Durable
  use Durable.Helpers

  workflow "process_order", timeout: hours(2) do
    step :validate, fn order ->
      {:ok, %{order_id: order["id"], items: order["items"]}}
    end

    step :charge, [retry: [max_attempts: 3, backoff: :exponential]], fn data ->
      receipt = PaymentService.charge(data.order_id)
      {:ok, assign(data, :receipt, receipt)}
    end
  end
end
Start a workflow:
{:ok, workflow_id} = Durable.start(MyApp.OrderWorkflow, %{order: order})
Query execution status:
{:ok, execution} = Durable.get_execution(workflow_id)
Configuration Options
	:repo - The Ecto repo module (required)
	:name - Instance name for multiple Durable instances (default: Durable)
	:prefix - PostgreSQL schema name (default: "durable")
	:queues - Queue configuration map
	:queue_enabled - Enable/disable queue processing (default: true)

See Durable.Config for the complete list of options.
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    Functions
  


    
      
        __using__(opts)

      


        Injects the Durable DSL into the calling module.



    


    
      
        cancel(workflow_id, reason \\ nil)

      


        Cancels a running or pending workflow.



    


    
      
        child_spec(opts)

      


        Returns a child specification for Durable.



    


    
      
        delete_schedule(name, opts \\ [])

      


        Deletes a scheduled workflow.



    


    
      
        disable_schedule(name, opts \\ [])

      


        Disables a scheduled workflow.



    


    
      
        enable_schedule(name, opts \\ [])

      


        Enables a scheduled workflow.



    


    
      
        get_execution(workflow_id, opts \\ [])

      


        Gets the execution details for a workflow.



    


    
      
        get_schedule(name, opts \\ [])

      


        Gets a scheduled workflow by name.



    


    
      
        list_children(parent_workflow_id, opts \\ [])

      


        Lists child workflow executions for a parent workflow.



    


    
      
        list_executions(filters \\ [])

      


        Lists workflow executions with optional filters.



    


    
      
        list_schedules(filters \\ [])

      


        Lists scheduled workflows.



    


    
      
        provide_input(workflow_id, input_name, data)

      


        Provides input for a waiting workflow (human-in-the-loop).



    


    
      
        schedule(module, cron_expression, opts \\ [])

      


        Creates a new scheduled workflow.



    


    
      
        send_event(workflow_id, event_name, payload)

      


        Sends an event to a waiting workflow.



    


    
      
        start(module, input, opts \\ [])

      


        Starts a new workflow execution.



    


    
      
        start_link(opts)

      


        Starts a Durable instance.



    


    
      
        trigger_schedule(name, opts \\ [])

      


        Triggers a scheduled workflow immediately.



    


    
      
        update_schedule(name, changes)

      


        Updates a scheduled workflow.
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Injects the Durable DSL into the calling module.
Usage
defmodule MyApp.OrderWorkflow do
  use Durable
  use Durable.Helpers

  workflow "process_order" do
    step :validate, fn data ->
      {:ok, %{order_id: data["id"]}}
    end
  end
end

  



    

  
    
      
    
    
      cancel(workflow_id, reason \\ nil)



        
          
        

    

  


  

      

          @spec cancel(String.t(), String.t() | nil) :: :ok | {:error, term()}


      


Cancels a running or pending workflow.
Examples
:ok = Durable.cancel(workflow_id)
:ok = Durable.cancel(workflow_id, "User requested cancellation")

  



  
    
      
    
    
      child_spec(opts)



        
          
        

    

  


  

      

          @spec child_spec(keyword()) :: Supervisor.child_spec()


      


Returns a child specification for Durable.
This allows Durable to be used in supervision trees with the
{Durable, opts} syntax.

  



    

  
    
      
    
    
      delete_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_schedule(
  String.t(),
  keyword()
) :: :ok | {:error, :not_found}


      


Deletes a scheduled workflow.
Examples
:ok = Durable.delete_schedule("daily_report")

  



    

  
    
      
    
    
      disable_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec disable_schedule(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, term()}


      


Disables a scheduled workflow.
Examples
{:ok, schedule} = Durable.disable_schedule("daily_report")

  



    

  
    
      
    
    
      enable_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec enable_schedule(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, term()}


      


Enables a scheduled workflow.
Examples
{:ok, schedule} = Durable.enable_schedule("daily_report")

  



    

  
    
      
    
    
      get_execution(workflow_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_execution(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, term()}


      


Gets the execution details for a workflow.
Options
	:include_steps - Include step execution details (default: false)
	:include_logs - Include logs for each step (default: false)

Examples
{:ok, execution} = Durable.get_execution(workflow_id)

  



    

  
    
      
    
    
      get_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_schedule(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, :not_found}


      


Gets a scheduled workflow by name.
Examples
{:ok, schedule} = Durable.get_schedule("daily_report")

  



    

  
    
      
    
    
      list_children(parent_workflow_id, opts \\ [])



        
          
        

    

  


  

      

          @spec list_children(
  String.t(),
  keyword()
) :: [map()]


      


Lists child workflow executions for a parent workflow.
Options
	:status - Filter by status

Examples
children = Durable.list_children(parent_workflow_id)
running_children = Durable.list_children(parent_workflow_id, status: :running)

  



    

  
    
      
    
    
      list_executions(filters \\ [])



        
          
        

    

  


  

      

          @spec list_executions(keyword()) :: [map()]


      


Lists workflow executions with optional filters.
Filters
	:workflow - Filter by workflow module
	:status - Filter by status
	:queue - Filter by queue
	:limit - Maximum number of results (default: 50)

Examples
executions = Durable.list_executions(status: :running, limit: 100)

  



    

  
    
      
    
    
      list_schedules(filters \\ [])



        
          
        

    

  


  

      

          @spec list_schedules(keyword()) :: [term()]


      


Lists scheduled workflows.
Filters
	:enabled - Filter by enabled status
	:workflow_module - Filter by module
	:queue - Filter by queue
	:limit - Maximum results (default: 100)
	:durable - Durable instance name

Examples
schedules = Durable.list_schedules(enabled: true)

  



  
    
      
    
    
      provide_input(workflow_id, input_name, data)



        
          
        

    

  


  

      

          @spec provide_input(String.t(), String.t(), map()) :: :ok | {:error, term()}


      


Provides input for a waiting workflow (human-in-the-loop).
Examples
:ok = Durable.provide_input(workflow_id, "approval", %{approved: true})

  



    

  
    
      
    
    
      schedule(module, cron_expression, opts \\ [])



        
          
        

    

  


  

      

          @spec schedule(module(), String.t(), keyword()) :: {:ok, term()} | {:error, term()}


      


Creates a new scheduled workflow.
Arguments
	module - The workflow module
	cron_expression - Cron expression (e.g., "0 9   *" for 9am daily)
	opts - Options

Options
	:name - Schedule name (defaults to workflow name)
	:workflow - Workflow name (defaults to first workflow in module)
	:input - Input data for each execution
	:timezone - Timezone for cron (default: "UTC")
	:queue - Queue to run on (default: :default)
	:enabled - Whether schedule is active (default: true)
	:durable - Durable instance name (default: Durable)

Examples
{:ok, schedule} = Durable.schedule(MyApp.DailyReport, "0 9 * * *")

{:ok, schedule} = Durable.schedule(
  MyApp.Reports,
  "0 9 * * MON-FRI",
  name: "weekday_report",
  workflow: "generate_report",
  timezone: "America/New_York"
)

  



  
    
      
    
    
      send_event(workflow_id, event_name, payload)



        
          
        

    

  


  

      

          @spec send_event(String.t(), String.t(), map()) :: :ok | {:error, term()}


      


Sends an event to a waiting workflow.
Examples
:ok = Durable.send_event(workflow_id, "payment_confirmed", %{amount: 99.99})

  



    

  
    
      
    
    
      start(module, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start(module(), map(), keyword()) :: {:ok, String.t()} | {:error, term()}


      


Starts a new workflow execution.
Arguments
	module - The workflow module
	input - Initial input data for the workflow
	opts - Options (optional)

Options
	:workflow - The workflow name (defaults to the first workflow in the module)
	:queue - The queue to run the workflow on (default: :default)
	:priority - Priority level (higher = more important, default: 0)
	:scheduled_at - Schedule execution for a future time

Examples
{:ok, workflow_id} = Durable.start(OrderWorkflow, %{order_id: 123})

{:ok, workflow_id} = Durable.start(
  OrderWorkflow,
  %{order_id: 123},
  workflow: "process_order",
  queue: :high_priority
)

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Starts a Durable instance.
This function is used when adding Durable to your supervision tree.
Options
	:repo - The Ecto repo module (required)
	:name - Instance name (default: Durable)
	:prefix - Database schema prefix (default: "durable")
	:queues - Queue configuration

See Durable.Config for the complete list of options.
Examples
# In your application supervisor
children = [
  MyApp.Repo,
  {Durable, repo: MyApp.Repo}
]

# With custom queues
{Durable,
 repo: MyApp.Repo,
 queues: %{
   default: [concurrency: 10],
   high_priority: [concurrency: 20]
 }}

  



    

  
    
      
    
    
      trigger_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec trigger_schedule(
  String.t(),
  keyword()
) :: {:ok, String.t()} | {:error, term()}


      


Triggers a scheduled workflow immediately.
This starts a new workflow execution without waiting for the next scheduled time.
Options
	:input - Override the schedule's input
	:durable - Durable instance name

Examples
{:ok, workflow_id} = Durable.trigger_schedule("daily_report")

  



  
    
      
    
    
      update_schedule(name, changes)



        
          
        

    

  


  

      

          @spec update_schedule(
  String.t(),
  keyword()
) :: {:ok, term()} | {:error, term()}


      


Updates a scheduled workflow.
Updatable Fields
	:cron_expression - New cron expression
	:timezone - New timezone
	:input - New input data
	:queue - New queue
	:enabled - Enable/disable

Examples
{:ok, schedule} = Durable.update_schedule("daily_report", cron_expression: "0 10 * * *")

  


        

      


  

    
Durable.Config 
    



      
Configuration management for Durable.
Durable configuration is validated at startup and stored in persistent_term
for fast runtime access.
Options
	:repo - The Ecto repo module to use for persistence (required)
	:name - Instance name for multiple Durable instances (default: Durable)
	:prefix - PostgreSQL schema name for table isolation (default: "durable")
	:queues - Queue configuration map (default: %{default: [concurrency: 10, poll_interval: 1000]})
	:queue_enabled - Enable/disable queue processing (default: true)
	:stale_lock_timeout - Seconds before a lock is considered stale (default: 300)
	:heartbeat_interval - Milliseconds between worker heartbeats (default: 30_000)
	:log_level - Log level for Ecto queries, or false to disable (default: false)

Examples
# Single instance (most common)
{Durable, repo: MyApp.Repo}

# With custom queues
{Durable,
 repo: MyApp.Repo,
 queues: %{
   default: [concurrency: 10],
   high_priority: [concurrency: 20, poll_interval: 500]
 }}

# Multiple instances with different prefixes
{Durable, repo: MyApp.Repo, name: :workflows_a, prefix: "durable_a"}
{Durable, repo: MyApp.Repo, name: :workflows_b, prefix: "durable_b"}

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        delete(name)

      


        Removes the configuration for a Durable instance.



    


    
      
        get(name \\ Durable)

      


        Retrieves the configuration for a Durable instance.



    


    
      
        get_safe(name \\ Durable)

      


        Retrieves the configuration, returning nil if not set.



    


    
      
        heartbeat_interval(name \\ Durable)

      


        Gets the heartbeat interval for a Durable instance.



    


    
      
        new(opts)

      


        Creates a new validated configuration from options.



    


    
      
        new!(opts)

      


        Creates a new validated configuration, raising on error.



    


    
      
        prefix(name \\ Durable)

      


        Gets the database prefix for a Durable instance.



    


    
      
        put(name, config)

      


        Stores the configuration for a Durable instance.



    


    
      
        queue_enabled?(name \\ Durable)

      


        Checks if queue processing is enabled for a Durable instance.



    


    
      
        queues(name \\ Durable)

      


        Gets the queues configuration for a Durable instance.



    


    
      
        repo(name \\ Durable)

      


        Gets the repo module for a Durable instance.



    


    
      
        schema()

      


        Returns the NimbleOptions schema for documentation.



    


    
      
        stale_lock_timeout(name \\ Durable)

      


        Gets the stale lock timeout for a Durable instance.



    


    
      
        task_supervisor(name \\ Durable)

      


        Returns the Task.Supervisor name for a Durable instance.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Config{
  heartbeat_interval: pos_integer(),
  log_level: false | :debug | :info | :warning | :error,
  name: atom(),
  owns_pubsub?: boolean(),
  prefix: String.t(),
  pubsub: atom() | nil,
  queue_enabled: boolean(),
  queues: map(),
  repo: module(),
  scheduled_modules: [module()],
  scheduler_interval: pos_integer(),
  sleep_waker_batch_size: pos_integer(),
  sleep_waker_interval: pos_integer(),
  stale_lock_timeout: pos_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      delete(name)



        
          
        

    

  


  

      

          @spec delete(atom()) :: :ok


      


Removes the configuration for a Durable instance.

  



    

  
    
      
    
    
      get(name \\ Durable)



        
          
        

    

  


  

      

          @spec get(atom()) :: t()


      


Retrieves the configuration for a Durable instance.
Raises if the configuration hasn't been set.

  



    

  
    
      
    
    
      get_safe(name \\ Durable)



        
          
        

    

  


  

      

          @spec get_safe(atom()) :: t() | nil


      


Retrieves the configuration, returning nil if not set.

  



    

  
    
      
    
    
      heartbeat_interval(name \\ Durable)



        
          
        

    

  


  

      

          @spec heartbeat_interval(atom()) :: pos_integer()


      


Gets the heartbeat interval for a Durable instance.

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

      

          @spec new(keyword()) :: {:ok, t()} | {:error, NimbleOptions.ValidationError.t()}


      


Creates a new validated configuration from options.
Returns {:ok, config} if valid, {:error, reason} otherwise.
Respects the :durable app env key :disable_queue_processing. When
set to true, it forces queue_enabled: false regardless of the
user's opts. Mix tasks set this before booting the host app so they
don't accidentally claim jobs they can't finish.

  



  
    
      
    
    
      new!(opts)



        
          
        

    

  


  

      

          @spec new!(keyword()) :: t()


      


Creates a new validated configuration, raising on error.

  



    

  
    
      
    
    
      prefix(name \\ Durable)



        
          
        

    

  


  

      

          @spec prefix(atom()) :: String.t()


      


Gets the database prefix for a Durable instance.

  



  
    
      
    
    
      put(name, config)



        
          
        

    

  


  

      

          @spec put(atom(), t()) :: :ok


      


Stores the configuration for a Durable instance.
Configuration is stored in persistent_term for fast lookups.

  



    

  
    
      
    
    
      queue_enabled?(name \\ Durable)



        
          
        

    

  


  

      

          @spec queue_enabled?(atom()) :: boolean()


      


Checks if queue processing is enabled for a Durable instance.

  



    

  
    
      
    
    
      queues(name \\ Durable)



        
          
        

    

  


  

      

          @spec queues(atom()) :: map()


      


Gets the queues configuration for a Durable instance.

  



    

  
    
      
    
    
      repo(name \\ Durable)



        
          
        

    

  


  

      

          @spec repo(atom()) :: module()


      


Gets the repo module for a Durable instance.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: keyword()


      


Returns the NimbleOptions schema for documentation.

  



    

  
    
      
    
    
      stale_lock_timeout(name \\ Durable)



        
          
        

    

  


  

      

          @spec stale_lock_timeout(atom()) :: pos_integer()


      


Gets the stale lock timeout for a Durable instance.

  



    

  
    
      
    
    
      task_supervisor(name \\ Durable)



        
          
        

    

  


  

      

          @spec task_supervisor(atom()) :: atom()


      


Returns the Task.Supervisor name for a Durable instance.
This supervisor is used for parallel step execution.

  


        

      


  

    
Durable.Context 
    



      
Context management for workflow execution.
The context is a key-value store that persists across steps within a workflow.
It provides a way to share state between steps and is automatically persisted
to the database after each step completes.
Usage
defmodule MyApp.OrderWorkflow do
  use Durable
  use Durable.Context

  workflow "process_order" do
    step :init do
      order = input().order
      put_context(:order_id, order.id)
      put_context(:items, order.items)
    end

    step :calculate_total do
      items = get_context(:items)
      total = Enum.sum(Enum.map(items, & &1.price))
      put_context(:total, total)
    end

    step :finalize do
      %{
        order_id: get_context(:order_id),
        total: get_context(:total)
      }
    end
  end
end
Context Storage
During execution, context is stored in the process dictionary for fast access.
After each step completes, the context is persisted to the database.
When a workflow resumes (e.g., after a sleep or wait), the context is
restored from the database.

      


      
        Summary


  
    Functions
  


    
      
        __using__(opts)

      


        Injects context management functions into the calling module.



    


    
      
        append_context(key, value)

      


        Appends a value to a list in the context.



    


    
      
        context()

      


        Returns the entire context map.



    


    
      
        current_step()

      


        Returns the current step name.



    


    
      
        delete_context(key)

      


        Deletes a key from the context.



    


    
      
        get_context(key)

      


        Gets a value from the context by key.



    


    
      
        get_context(key, default)

      


        Gets a value from the context by key with a default.



    


    
      
        has_context?(key)

      


        Checks if a key exists in the context.



    


    
      
        increment_context(key, amount \\ 1)

      


        Increments a numeric value in the context.



    


    
      
        input()

      


        Returns the initial workflow input.



    


    
      
        merge_context(map)

      


        Deep merges a map into the context.



    


    
      
        parallel_ok?(step_name)

      


        Checks if a parallel step succeeded.



    


    
      
        parallel_result(step_name)

      


        Returns a specific parallel step's result by name.



    


    
      
        parallel_results()

      


        Returns the full parallel results map from context.



    


    
      
        put_context(map)

      


        Merges a map into the context.



    


    
      
        put_context(key, value)

      


        Puts a single key-value pair into the context.



    


    
      
        update_context(key, fun)

      


        Updates a context value using a function.



    


    
      
        workflow_id()

      


        Returns the current workflow ID.



    





      


      
        Functions


        


  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

Injects context management functions into the calling module.

  



  
    
      
    
    
      append_context(key, value)



        
          
        

    

  


  

      

          @spec append_context(atom() | String.t(), any()) :: :ok


      


Appends a value to a list in the context.
If the key doesn't exist, creates a new list with the value.
Examples
append_context(:events, %{type: :clicked, timestamp: DateTime.utc_now()})

  



  
    
      
    
    
      context()



        
          
        

    

  


  

      

          @spec context() :: map()


      


Returns the entire context map.
Examples
ctx = context()
# => %{order_id: 123, items: [...]}

  



  
    
      
    
    
      current_step()



        
          
        

    

  


  

      

          @spec current_step() :: atom() | nil


      


Returns the current step name.
Examples
step = current_step()

  



  
    
      
    
    
      delete_context(key)



        
          
        

    

  


  

      

          @spec delete_context(atom() | String.t()) :: :ok


      


Deletes a key from the context.
Examples
delete_context(:temporary_data)
delete_context("temporary_data")

  



  
    
      
    
    
      get_context(key)



        
          
        

    

  


  

      

          @spec get_context(atom() | String.t()) :: any()


      


Gets a value from the context by key.
Returns nil if the key doesn't exist.
Examples
order_id = get_context(:order_id)

  



  
    
      
    
    
      get_context(key, default)



        
          
        

    

  


  

      

          @spec get_context(atom() | String.t(), any()) :: any()


      


Gets a value from the context by key with a default.
Examples
count = get_context(:retry_count, 0)
count = get_context("retry_count", 0)

  



  
    
      
    
    
      has_context?(key)



        
          
        

    

  


  

      

          @spec has_context?(atom() | String.t()) :: boolean()


      


Checks if a key exists in the context.
Examples
if has_context?(:order_id) do
  # ...
end

  



    

  
    
      
    
    
      increment_context(key, amount \\ 1)



        
          
        

    

  


  

      

          @spec increment_context(atom() | String.t(), number()) :: :ok


      


Increments a numeric value in the context.
If the key doesn't exist, starts from 0.
Examples
increment_context(:retry_count, 1)
increment_context(:processed_items, 1)

  



  
    
      
    
    
      input()



        
          
        

    

  


  

      

          @spec input() :: map()


      


Returns the initial workflow input.
Examples
order = input().order

  



  
    
      
    
    
      merge_context(map)



        
          
        

    

  


  

      

          @spec merge_context(map()) :: :ok


      


Deep merges a map into the context.
Examples
merge_context(%{settings: %{notifications: true}})

  



  
    
      
    
    
      parallel_ok?(step_name)



        
          
        

    

  


  

      

          @spec parallel_ok?(atom()) :: boolean()


      


Checks if a parallel step succeeded.
Examples
step :handle, fn ctx ->
  if parallel_ok?(:payment) do
    # payment succeeded
  else
    # payment failed
  end
end

  



  
    
      
    
    
      parallel_result(step_name)



        
          
        

    

  


  

      

          @spec parallel_result(atom()) :: {:ok, any()} | {:error, any()} | nil


      


Returns a specific parallel step's result by name.
Examples
step :handle, fn ctx ->
  case parallel_result(:payment) do
    {:ok, payment} -> # handle success
    {:error, reason} -> # handle error
  end
end

  



  
    
      
    
    
      parallel_results()



        
          
        

    

  


  

      

          @spec parallel_results() :: map()


      


Returns the full parallel results map from context.
The results map contains tagged tuples: %{step_name => {:ok, data} | {:error, reason}}
Examples
parallel do
  step :payment, fn ctx -> {:ok, %{id: 123}} end
  step :delivery, fn ctx -> {:error, :not_found} end
end

step :handle, fn ctx ->
  results = parallel_results()
  # => %{payment: {:ok, %{id: 123}}, delivery: {:error, :not_found}}
end

  



  
    
      
    
    
      put_context(map)



        
          
        

    

  


  

      

          @spec put_context(map()) :: :ok


      


Merges a map into the context.
Examples
put_context(%{order_id: 123, customer_id: 456})

  



  
    
      
    
    
      put_context(key, value)



        
          
        

    

  


  

      

          @spec put_context(atom() | String.t(), any()) :: :ok


      


Puts a single key-value pair into the context.
Examples
put_context(:order_id, 123)
put_context("order_id", 123)

  



  
    
      
    
    
      update_context(key, fun)



        
          
        

    

  


  

      

          @spec update_context(atom() | String.t(), (any() -> any())) :: :ok


      


Updates a context value using a function.
Examples
update_context(:retry_count, &(&1 + 1))
update_context(:items, &[new_item | &1])

  



  
    
      
    
    
      workflow_id()



        
          
        

    

  


  

      

          @spec workflow_id() :: String.t() | nil


      


Returns the current workflow ID.
Examples
id = workflow_id()

  


        

      


  

    
Durable.DSL.Step 
    



      
Provides macros for defining workflow steps using a pure pipeline model.
Pipeline Model
Data flows from step to step. Each step receives the previous step's output
and returns {:ok, data} or {:error, reason}.
Future work — each/foreach isolation (L-5)
If/when this DSL gains an iteration primitive (e.g. each/3 to run a step
once per item in a list), design with context isolation per iteration.
Parallel-style shared context across concurrent iterations creates races on
put_context/2 writes; isolated contexts avoid that class of bug. See
docs/bug-reports/2026-04-13-follow-up-audit.md.
Usage
workflow "process_order" do
  step :validate, fn order ->
    {:ok, %{order_id: order["id"], items: order["items"]}}
  end

  step :calculate, fn data ->
    total = data.items |> Enum.map(& &1["price"]) |> Enum.sum()
    {:ok, assign(data, :total, total)}
  end

  step :charge, [retry: [max_attempts: 3]], fn data ->
    {:ok, assign(data, :receipt, PaymentService.charge(data.total))}
  end
end
Options
	:retry - Retry configuration	:max_attempts - Maximum retry attempts (default: 1)
	:backoff - Backoff strategy: :exponential, :linear, :constant
	:base - Base for backoff calculation (default: 2)
	:max_backoff - Maximum backoff in ms (default: 3600000)


	:timeout - Step timeout in milliseconds
	:compensate - Name of compensation function for saga pattern
	:queue - Override queue for this step


      


      
        Summary


  
    Functions
  


    
      
        branch(opts, list)

      


        Defines a conditional branch within a workflow.



    


    
      
        compensate(name, opts_or_fn, maybe_fn \\ nil)

      


        Defines a compensation handler for saga pattern.



    


    
      
        decision(name, opts_or_fn, maybe_fn \\ nil)

      


        Defines a decision step for conditional branching.



    


    
      
        parallel(opts \\ [], list)

      


        Defines a parallel execution block.



    


    
      
        step(name, opts_or_fn, maybe_fn \\ nil)

      


        Defines a step within a workflow.



    





      


      
        Functions


        


  
    
      
    
    
      branch(opts, list)


        (macro)


        
          
        

    

  


  

Defines a conditional branch within a workflow.
The :on option takes a function that extracts the value to match.
Only ONE branch executes based on the condition value.
Examples
branch on: fn data -> data.type end do
  "physical" ->
    step :ship, fn data -> {:ok, assign(data, :shipped, true)} end
  "digital" ->
    step :download, fn data -> {:ok, assign(data, :download_url, "...")} end
  _ ->
    step :manual, fn data -> {:ok, assign(data, :needs_review, true)} end
end

  



    

  
    
      
    
    
      compensate(name, opts_or_fn, maybe_fn \\ nil)


        (macro)


        
          
        

    

  


  

Defines a compensation handler for saga pattern.
Compensations receive the current data and return {:ok, data}.
Examples
compensate :cancel_flight, fn data ->
  FlightAPI.cancel(data.flight_booking_id)
  {:ok, data}
end

  



    

  
    
      
    
    
      decision(name, opts_or_fn, maybe_fn \\ nil)


        (macro)


        
          
        

    

  


  

Defines a decision step for conditional branching.
Decision steps can return:
	{:ok, data} - Continue to the next sequential step
	{:goto, :step_name, data} - Jump to the named step

Examples
decision :check_amount, fn data ->
  if data.total > 1000 do
    {:goto, :manual_review, data}
  else
    {:ok, data}
  end
end

  



    

  
    
      
    
    
      parallel(opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a parallel execution block.
All steps inside execute concurrently. Each step receives a copy of the context.
Results are collected into a __results__ map with tagged tuples.
Options
	:into - Optional callback to transform results (default: none)	Receives (ctx, results) where results = %{step_name => {:ok, data} | {:error, reason}}

	Returns {:ok, ctx} | {:error, reason} | {:goto, step, ctx}



	:on_error - Error handling (default: :fail_fast)	:fail_fast - Cancel siblings on first failure
	:complete_all - Wait for all, collect results



Behavior
Without :into, results go to ctx.__results__ and the next step handles them:
parallel do
  step :payment, fn ctx -> {:ok, %{id: 123}} end
  step :delivery, fn ctx -> {:error, :not_found} end
end
# Next step receives:
# %{...ctx, __results__: %{payment: {:ok, %{id: 123}}, delivery: {:error, :not_found}}}
With :into, you control what the next step receives:
parallel into: fn ctx, results ->
  case {results.payment, results.delivery} do
    {{:ok, payment}, {:ok, _}} ->
      {:ok, Map.put(ctx, :payment_id, payment.id)}
    {{:ok, _}, {:error, :not_found}} ->
      {:goto, :handle_backorder, ctx}
    _ ->
      {:error, "Critical failure"}
  end
end do
  step :payment, fn ctx -> {:ok, %{id: 123}} end
  step :delivery, fn ctx -> {:error, :not_found} end
end
Step Options
	:returns - Key name for this step's result (default: step name)
  parallel do
step :fetch_order, returns: :order do
  fn ctx -> {:ok, %{items: [...]}} end
end
  end
  # Result: %{...ctx, results: %{order: {:ok, %{items: [...]}}}}



  



    

  
    
      
    
    
      step(name, opts_or_fn, maybe_fn \\ nil)


        (macro)


        
          
        

    

  


  

Defines a step within a workflow.
The step receives the previous step's output (or workflow input for the first step)
and must return {:ok, data} or {:error, reason}.
Examples
step :validate, fn order ->
  {:ok, %{order_id: order["id"], items: order["items"]}}
end

step :charge, [retry: [max_attempts: 3]], fn data ->
  {:ok, assign(data, :receipt, PaymentService.charge(data.total))}
end

  


        

      


  

    
Durable.DSL.TimeHelpers 
    



      
Helper functions for expressing time durations in workflow definitions.
Examples
workflow "process_order", timeout: hours(2) do
  step :wait_for_confirmation do
    sleep_for(minutes(30))
  end
end

      


      
        Summary


  
    Functions
  


    
      
        days(n)

      


        Converts days to milliseconds.



    


    
      
        hours(n)

      


        Converts hours to milliseconds.



    


    
      
        minutes(n)

      


        Converts minutes to milliseconds.



    


    
      
        seconds(n)

      


        Converts seconds to milliseconds.



    





      


      
        Functions


        


  
    
      
    
    
      days(n)


        (macro)


        
          
        

    

  


  

Converts days to milliseconds.
Examples
iex> days(7)
604_800_000

  



  
    
      
    
    
      hours(n)


        (macro)


        
          
        

    

  


  

Converts hours to milliseconds.
Examples
iex> hours(2)
7_200_000

  



  
    
      
    
    
      minutes(n)


        (macro)


        
          
        

    

  


  

Converts minutes to milliseconds.
Examples
iex> minutes(5)
300_000

  



  
    
      
    
    
      seconds(n)


        (macro)


        
          
        

    

  


  

Converts seconds to milliseconds.
Examples
iex> seconds(30)
30_000

  


        

      


  

    
Durable.DSL.Workflow 
    



      
Provides the workflow macro for defining durable workflows.
Usage
defmodule MyApp.OrderWorkflow do
  use Durable

  workflow "process_order", timeout: hours(2) do
    step :validate do
      # ...
    end

    step :charge do
      # ...
    end
  end
end
Options
	:timeout - Maximum workflow duration in milliseconds
	:max_retries - Maximum retry attempts for the entire workflow
	:queue - Default queue for this workflow


      


      
        Summary


  
    Functions
  


    
      
        workflow(name, opts \\ [], list)

      


        Defines a workflow with the given name and options.



    





      


      
        Functions


        


    

  
    
      
    
    
      workflow(name, opts \\ [], list)


        (macro)


        
          
        

    

  


  

Defines a workflow with the given name and options.

  


        

      


  

    
Durable.Definition 
    



      
Structs representing workflow and step definitions.
These structs are generated at compile time from the DSL macros
and used by the executor at runtime.

      




  

    
Durable.Definition.Compensation 
    



      
Represents a compensation handler for a step.
Compensations are executed in reverse order when a workflow fails
and needs to undo previously completed steps (Saga pattern).
Pipeline Model
Compensation functions receive the current data and return {:ok, data}:
compensate :cancel_flight, fn data ->
  FlightAPI.cancel(data.flight_booking_id)
  {:ok, data}
end

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        execute(compensation, data)

      


        Executes the compensation with the given data.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Definition.Compensation{
  body_fn: (map() -> {:ok, map()} | {:error, term()}) | nil,
  module: module(),
  name: atom(),
  opts: %{
    optional(:retry) => Durable.Definition.Step.retry_opts(),
    optional(:timeout) => pos_integer()
  }
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      execute(compensation, data)



        
          
        

    

  


  

Executes the compensation with the given data.

  


        

      


  

    
Durable.Definition.Step 
    



      
Represents a single step in a workflow.
Pipeline Model
Steps use a pure pipeline model where data flows from step to step:
	Each step receives one argument: the data from the previous step
	First step receives the workflow input
	Each step returns {:ok, data} or {:error, reason}

The body_fn field contains the step function that processes data.

      


      
        Summary


  
    Types
  


    
      
        retry_opts()

      


    


    
      
        step_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        execute(step, data)

      


        Executes the step with the given data.



    





      


      
        Types


        


  
    
      
    
    
      retry_opts()



        
          
        

    

  


  

      

          @type retry_opts() :: %{
  optional(:max_attempts) => pos_integer(),
  optional(:backoff) => :exponential | :linear | :constant,
  optional(:base) => pos_integer(),
  optional(:max_backoff) => pos_integer()
}


      



  



  
    
      
    
    
      step_type()



        
          
        

    

  


  

      

          @type step_type() :: :step | :decision | :branch | :parallel | :loop | :switch


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Definition.Step{
  body_fn: (map() -> {:ok, map()} | {:error, term()}) | nil,
  module: module(),
  name: atom(),
  opts: %{
    optional(:retry) => retry_opts(),
    optional(:timeout) => pos_integer(),
    optional(:compensate) => atom(),
    optional(:queue) => atom()
  },
  type: step_type()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      execute(step, data)



        
          
        

    

  


  

Executes the step with the given data.
For pipeline model steps, calls body_fn.(data).

  


        

      


  

    
Durable.Definition.Workflow 
    



      
Represents a complete workflow definition.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Definition.Workflow{
  compensations: %{required(atom()) => Durable.Definition.Compensation.t()},
  module: module(),
  name: String.t(),
  opts: %{
    optional(:timeout) => pos_integer(),
    optional(:max_retries) => pos_integer(),
    optional(:queue) => atom()
  },
  steps: [Durable.Definition.Step.t()]
}


      



  


        

      


  

    
Durable.Executor 
    



      
The main workflow executor.
Responsible for:
	Starting new workflow executions
	Executing workflow steps sequentially
	Managing workflow state and context
	Handling workflow suspension and resumption


      


      
        Summary


  
    Functions
  


    
      
        cancel_workflow(workflow_id, reason \\ nil, opts \\ [])

      


        Cancels a running or pending workflow.



    


    
      
        execute_workflow(workflow_id, config)

      


        Executes a workflow by ID.



    


    
      
        resume_workflow(workflow_id, additional_context \\ %{}, opts \\ [])

      


        Resumes a waiting workflow.



    


    
      
        start_workflow(module, input, opts \\ [])

      


        Starts a new workflow execution.



    





      


      
        Functions


        


    

    

  
    
      
    
    
      cancel_workflow(workflow_id, reason \\ nil, opts \\ [])



        
          
        

    

  


  

      

          @spec cancel_workflow(String.t(), String.t() | nil, keyword()) ::
  :ok | {:error, term()}


      


Cancels a running or pending workflow.

  



  
    
      
    
    
      execute_workflow(workflow_id, config)



        
          
        

    

  


  

      

          @spec execute_workflow(String.t(), Durable.Config.t()) ::
  {:ok, map()} | {:waiting, map()} | {:error, term()}


      


Executes a workflow by ID.
This is called internally by queue workers or directly for immediate execution.

  



    

    

  
    
      
    
    
      resume_workflow(workflow_id, additional_context \\ %{}, opts \\ [])



        
          
        

    

  


  

      

          @spec resume_workflow(String.t(), map(), keyword()) ::
  {:ok, String.t()} | {:error, term()}


      


Resumes a waiting workflow.
Options
	:inline - If true, execute synchronously instead of via queue (default: false)
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      start_workflow(module, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start_workflow(module(), map(), keyword()) ::
  {:ok, String.t()} | {:error, term()}


      


Starts a new workflow execution.
Options
	:workflow - The workflow name (optional, uses default if not specified)
	:queue - The queue to use (default: "default")
	:priority - Priority level (default: 0)
	:scheduled_at - Schedule for future execution
	:durable - The Durable instance name (default: Durable)

Returns
	{:ok, workflow_id} on success
	{:error, reason} on failure


  


        

      


  

    
Durable.Executor.Backoff 
    



      
Backoff strategies for step retry logic.
Supports three backoff strategies:
	:exponential - Delay grows exponentially (2^attempt * base)
	:linear - Delay grows linearly (attempt * base)
	:constant - Fixed delay between retries

All delays are in milliseconds and capped at a configurable maximum.

      


      
        Summary


  
    Types
  


    
      
        opts()

      


    


    
      
        strategy()

      


    





  
    Functions
  


    
      
        calculate(strategy, attempt, opts \\ %{})

      


        Calculates the delay before the next retry attempt.



    


    
      
        calculate_with_jitter(strategy, attempt, opts \\ %{})

      


        Calculates delay with jitter to avoid thundering herd.



    


    
      
        sleep(strategy, attempt, opts \\ %{})

      


        Sleeps for the calculated backoff duration.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: %{
  optional(:base) => pos_integer(),
  optional(:max_backoff) => pos_integer()
}


      



  



  
    
      
    
    
      strategy()



        
          
        

    

  


  

      

          @type strategy() :: :exponential | :linear | :constant


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      calculate(strategy, attempt, opts \\ %{})



        
          
        

    

  


  

      

          @spec calculate(strategy(), pos_integer(), opts()) :: pos_integer()


      


Calculates the delay before the next retry attempt.
Arguments
	strategy - The backoff strategy to use
	attempt - The current attempt number (1-based)
	opts - Options for the backoff calculation

Options
	:base - Base delay in milliseconds (default: 1000)
	:max_backoff - Maximum delay in milliseconds (default: 30000 = 30s).
Kept low because the backoff blocks the worker in-process; raise it only
if your stale_lock_timeout comfortably exceeds the chosen ceiling.

Examples
iex> Backoff.calculate(:exponential, 1, %{base: 1000})
2000

iex> Backoff.calculate(:exponential, 3, %{base: 1000})
8000

iex> Backoff.calculate(:linear, 3, %{base: 1000})
3000

iex> Backoff.calculate(:constant, 5, %{base: 1000})
1000

  



    

  
    
      
    
    
      calculate_with_jitter(strategy, attempt, opts \\ %{})



        
          
        

    

  


  

      

          @spec calculate_with_jitter(strategy(), pos_integer(), opts()) :: non_neg_integer()


      


Calculates delay with jitter to avoid thundering herd.
Adds random jitter of ±25% to the calculated delay.
Examples
# Delay will be between 1500 and 2500 for exponential with attempt=1
Backoff.calculate_with_jitter(:exponential, 1, %{base: 1000})

  



    

  
    
      
    
    
      sleep(strategy, attempt, opts \\ %{})



        
          
        

    

  


  

      

          @spec sleep(strategy(), pos_integer(), opts()) :: :ok


      


Sleeps for the calculated backoff duration.
Examples
Backoff.sleep(:exponential, 2, %{base: 1000})

  


        

      


  

    
Durable.Executor.CompensationRunner 
    



      
Executes compensation handlers for saga pattern rollbacks.
Compensations are executed in reverse order when a workflow step fails
and need to undo the effects of previously completed steps.
Behavior
	Compensations run in reverse order (last completed step first)
	Each compensation is recorded as a step_execution with is_compensation: true
	Compensation failures are logged but don't stop the compensation chain
	Retry logic is supported for individual compensations


      


      
        Summary


  
    Types
  


    
      
        result()

      


    





  
    Functions
  


    
      
        execute(compensation, workflow_id, compensating_step, config)

      


        Executes a single compensation handler with retry logic.



    





      


      
        Types


        


  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() :: {:ok, any()} | {:error, any()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      execute(compensation, workflow_id, compensating_step, config)



        
          
        

    

  


  

      

          @spec execute(
  Durable.Definition.Compensation.t(),
  String.t(),
  atom(),
  Durable.Config.t()
) :: result()


      


Executes a single compensation handler with retry logic.
Returns {:ok, output} on success or {:error, reason} after all retries exhausted.
Compensation errors don't stop the chain - they are recorded and the process continues.

  


        

      


  

    
Durable.Executor.StepRunner 
    



      
Executes individual workflow steps with retry logic and log capture.
Pipeline Model
Steps receive data from the previous step and return {:ok, data} or {:error, reason}.
The first step receives the workflow input.

      


      
        Summary


  
    Types
  


    
      
        result()

      


    





  
    Functions
  


    
      
        execute(step, data, workflow_id, config)

      


        Executes a step with retry logic.



    





      


      
        Types


        


  
    
      
    
    
      result()



        
          
        

    

  


  

      

          @type result() ::
  {:ok, map()}
  | {:error, any()}
  | {:decision, atom(), map()}
  | {:sleep, keyword()}
  | {:wait_for_event, keyword()}
  | {:wait_for_input, keyword()}
  | {:wait_for_any, keyword()}
  | {:wait_for_all, keyword()}
  | {:call_workflow, keyword()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      execute(step, data, workflow_id, config)



        
          
        

    

  


  

      

          @spec execute(Durable.Definition.Step.t(), map(), String.t(), Durable.Config.t()) ::
  result()


      


Executes a step with retry logic.
Arguments
	step - The step definition
	data - The data to pass to the step (from previous step or workflow input)
	workflow_id - The workflow execution ID
	config - The Durable config

Returns {:ok, data} on success or {:error, reason} after all retries exhausted.

  


        

      


  

    
Durable.Helpers 
    



      
Helper functions for working with workflow data in the pipeline model.
These functions provide a convenient, pipe-friendly API for updating
the data that flows through workflow steps.
Usage
use Durable.Helpers
This imports all helper functions into your workflow module.
Examples
step :process, fn data ->
  {:ok, data
  |> assign(:status, :processing)
  |> assign(%{started_at: DateTime.utc_now()})
  |> increment(:step_count)}
end

      


      
        Summary


  
    Functions
  


    
      
        __using__(opts)

      


        Injects helper functions into the calling module.



    


    
      
        append(data, key, value)

      


        Appends a value to a list in the data.



    


    
      
        assign(data, map)

      


        Merges a map into the data.



    


    
      
        assign(data, key, value)

      


        Assigns a value to a key in the data map.



    


    
      
        delete(data, key)

      


        Deletes a key from the data.



    


    
      
        get(data, key)

      


        Gets a value from the data.



    


    
      
        get(data, key, default)

      


        Gets a value from the data with a default.



    


    
      
        has_key?(data, key)

      


        Checks if a key exists in the data.



    


    
      
        increment(data, key, amount \\ 1)

      


        Increments a numeric value in the data.



    


    
      
        update(data, key, fun)

      


        Updates an existing value in the data using a function.



    


    
      
        update(data, key, default, fun)

      


        Updates a value in the data using a function.



    





      


      
        Functions


        


  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

Injects helper functions into the calling module.

  



  
    
      
    
    
      append(data, key, value)



        
          
        

    

  


  

      

          @spec append(map(), atom() | String.t(), term()) :: map()


      


Appends a value to a list in the data.
If the key doesn't exist, creates a new list with the value.
Examples
append(data, :items, new_item)
append(data, :events, %{type: :clicked, time: DateTime.utc_now()})

  



  
    
      
    
    
      assign(data, map)



        
          
        

    

  


  

      

          @spec assign(map(), map()) :: map()


      


Merges a map into the data.
Examples
assign(data, %{order_id: 123, status: :pending})

  



  
    
      
    
    
      assign(data, key, value)



        
          
        

    

  


  

      

          @spec assign(map(), atom() | String.t(), term()) :: map()


      


Assigns a value to a key in the data map.
Examples
assign(data, :order_id, 123)
assign(data, "order_id", 123)

  



  
    
      
    
    
      delete(data, key)



        
          
        

    

  


  

      

          @spec delete(map(), atom() | String.t()) :: map()


      


Deletes a key from the data.
Examples
delete(data, :temporary_value)

  



  
    
      
    
    
      get(data, key)



        
          
        

    

  


  

      

          @spec get(map(), atom() | String.t()) :: term()


      


Gets a value from the data.
Returns nil if the key doesn't exist.
Examples
order_id = get(data, :order_id)

  



  
    
      
    
    
      get(data, key, default)



        
          
        

    

  


  

      

          @spec get(map(), atom() | String.t(), term()) :: term()


      


Gets a value from the data with a default.
Examples
count = get(data, :retry_count, 0)

  



  
    
      
    
    
      has_key?(data, key)



        
          
        

    

  


  

      

          @spec has_key?(map(), atom() | String.t()) :: boolean()


      


Checks if a key exists in the data.
Examples
if has_key?(data, :order_id) do
  # ...
end

  



    

  
    
      
    
    
      increment(data, key, amount \\ 1)



        
          
        

    

  


  

      

          @spec increment(map(), atom() | String.t(), number()) :: map()


      


Increments a numeric value in the data.
If the key doesn't exist, starts from 0.
Examples
increment(data, :retry_count)
increment(data, :total, 100)

  



  
    
      
    
    
      update(data, key, fun)



        
          
        

    

  


  

      

          @spec update(map(), atom() | String.t(), (term() -> term())) :: map()


      


Updates an existing value in the data using a function.
Raises if the key doesn't exist.
Examples
update(data, :count, &(&1 + 1))

  



  
    
      
    
    
      update(data, key, default, fun)



        
          
        

    

  


  

      

          @spec update(map(), atom() | String.t(), term(), (term() -> term())) :: map()


      


Updates a value in the data using a function.
If the key doesn't exist, uses the default value.
Examples
update(data, :count, 0, &(&1 + 1))
update(data, :items, [], &[new_item | &1])

  


        

      


  

    
Durable.LogCapture 
    



      
Captures Logger output and IO operations during workflow step execution.
Uses process dictionary key :durable_logs for buffering log entries.
Optionally replaces group_leader for IO.puts/IO.inspect capture.
Usage
This module is used internally by Durable.Executor.StepRunner to capture
logs during step execution:
Durable.LogCapture.start_capture()

# Step execution happens here - Logger calls are captured
Logger.info("Processing order")
IO.puts("Debug output")

logs = Durable.LogCapture.stop_capture()
# => [%{timestamp: ..., level: "info", message: "Processing order", ...}, ...]
Configuration
config :durable,
  log_capture: [
    enabled: true,
    levels: [:debug, :info, :warning, :error],
    io_capture: true,
    io_passthrough: false,
    max_log_entries: 1000,
    max_message_length: 10_000,
    metadata_filter: [:request_id, :user_id, :module, :function, :line]
  ]

      


      
        Summary


  
    Functions
  


    
      
        add_io_log(output)

      


        Adds an IO output entry to the log buffer.



    


    
      
        add_log(level, message, metadata)

      


        Adds a log entry to the buffer.



    


    
      
        clear_logs()

      


        Clears the log buffer.



    


    
      
        get_logs()

      


        Returns the current log buffer contents.



    


    
      
        in_workflow_context?()

      


        Checks if the current process is executing within a workflow context.



    


    
      
        start_capture()

      


        Starts log capture for the current process.



    


    
      
        stop_capture()

      


        Stops log capture and returns the captured logs.



    





      


      
        Functions


        


  
    
      
    
    
      add_io_log(output)



        
          
        

    

  


  

      

          @spec add_io_log(String.t()) :: :ok


      


Adds an IO output entry to the log buffer.
Called when processing IO log messages from the IO server.

  



  
    
      
    
    
      add_log(level, message, metadata)



        
          
        

    

  


  

      

          @spec add_log(atom(), String.t(), map()) :: :ok


      


Adds a log entry to the buffer.
Called by the Logger handler when a log event occurs in workflow context.
Respects the max_log_entries configuration limit.
Parameters
	level - The log level atom (:debug, :info, :warning, :error)
	message - The log message string
	metadata - Metadata map from the Logger event


  



  
    
      
    
    
      clear_logs()



        
          
        

    

  


  

      

          @spec clear_logs() :: :ok


      


Clears the log buffer.

  



  
    
      
    
    
      get_logs()



        
          
        

    

  


  

      

          @spec get_logs() :: [map()]


      


Returns the current log buffer contents.
Logs are returned in chronological order (oldest first).

  



  
    
      
    
    
      in_workflow_context?()



        
          
        

    

  


  

      

          @spec in_workflow_context?() :: boolean()


      


Checks if the current process is executing within a workflow context.
Returns true if :durable_workflow_id is set in the process dictionary,
indicating that log capture should be active.

  



  
    
      
    
    
      start_capture()



        
          
        

    

  


  

      

          @spec start_capture() :: :ok


      


Starts log capture for the current process.
Initializes the log buffer in the process dictionary and optionally
starts IO capture by replacing the group_leader.
This should be called before step execution begins.

  



  
    
      
    
    
      stop_capture()



        
          
        

    

  


  

      

          @spec stop_capture() :: [map()]


      


Stops log capture and returns the captured logs.
Restores the original group_leader if IO capture was active,
stops the IO server process, and returns the formatted logs.
Returns an empty list if capture was not started or is disabled.

  


        

      


  

    
Durable.LogCapture.Handler 
    



      
Logger handler for capturing workflow step logs.
Implements the Erlang :logger handler behavior (OTP 21+, Elixir 1.15+).
This handler intercepts log events and routes them to the process dictionary
buffer when the current process is executing a workflow step.
Handler Registration
The handler is registered at application startup:
# In Durable.Application.start/2
:ok = Durable.LogCapture.Handler.attach()
How It Works
	When a log event occurs, the log/2 callback is invoked
	The handler checks if :durable_workflow_id is set in the process dictionary
	If in workflow context, the log is added to the :durable_logs buffer
	If not in workflow context, the log is ignored (passes through to other handlers)

This design ensures:
	No impact on logging outside of workflow execution
	Each step's logs are captured in isolation
	Concurrent workflow executions don't interfere with each other


      


      
        Summary


  
    Functions
  


    
      
        attach()

      


        Attaches the log capture handler to the Logger.



    


    
      
        attached?()

      


        Returns whether the handler is currently attached.



    


    
      
        detach()

      


        Detaches the log capture handler from the Logger.



    





      


      
        Functions


        


  
    
      
    
    
      attach()



        
          
        

    

  


  

      

          @spec attach() :: :ok | {:error, term()}


      


Attaches the log capture handler to the Logger.
Called from the application's start callback during application startup.
Returns :ok on success.
If the handler is already attached, this is a no-op.

  



  
    
      
    
    
      attached?()



        
          
        

    

  


  

      

          @spec attached?() :: boolean()


      


Returns whether the handler is currently attached.

  



  
    
      
    
    
      detach()



        
          
        

    

  


  

      

          @spec detach() :: :ok | {:error, term()}


      


Detaches the log capture handler from the Logger.
Useful for testing or when the application is shutting down.

  


        

      


  

    
Durable.LogCapture.IOServer 
    



      
GenServer that acts as a group_leader to capture IO operations.
This process intercepts IO operations (IO.puts, IO.inspect, etc.) during
workflow step execution and forwards them to the log capture buffer.
How It Works
	The process is started and set as the group_leader for the step execution process
	IO operations send :io_request messages to the group_leader
	This server captures :put_chars operations and adds them to the log buffer
	Optionally, output can be passed through to the original group_leader

Configuration
config :durable,
  log_capture: [
    io_capture: true,
    io_passthrough: false  # Set to true to also print to console
  ]

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts the IO capture server.



    


    
      
        stop(pid)

      


        Stops the IO capture server.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the IO capture server.
Options
	:original_leader - Required. The original group_leader to restore/passthrough to.
	:passthrough - Optional. If true, also sends output to original leader. Default: false.
	:parent_pid - Required. The PID of the process whose IO we're capturing.


  



  
    
      
    
    
      stop(pid)



        
          
        

    

  


  

      

          @spec stop(pid()) :: :ok


      


Stops the IO capture server.

  


        

      


  

    
Durable.Migration 
    



      
Migrations for Durable workflow engine.
Durable requires several database tables to store workflow executions,
step executions, pending inputs, and scheduled workflows.
Usage
Create a migration in your application:
defmodule MyApp.Repo.Migrations.AddDurable do
  use Ecto.Migration

  def up, do: Durable.Migration.up()
  def down, do: Durable.Migration.down()
end
Then run the migration:
mix ecto.migrate
When Durable adds new internal migrations in a future release, generate a
new host-app wrapper migration:
mix durable.gen.upgrade -r MyApp.Repo
mix ecto.migrate
To check whether a database is behind the Durable library version:
mix durable.migrations -r MyApp.Repo --check
Options
	:prefix - The PostgreSQL schema name (default: "durable")
	:to - Migrate up to a specific version (inclusive)
	:step - Number of migrations to roll back (for down only)

Examples
# Default prefix - runs all pending migrations
def up, do: Durable.Migration.up()

# Custom prefix for isolation
def up, do: Durable.Migration.up(prefix: "my_app_durable")

# Rollback the last 2 migrations
def down, do: Durable.Migration.down(step: 2)
Version History
Migration versions use timestamps (YYYYMMDDHHmmss format). Use
Durable.Migration.migrated_versions/1 to see applied migrations.
	20260103000000 - Initial schema with all core tables:	workflow_executions - Stores workflow instances with compensation support
	step_executions - Stores step execution history including compensation steps
	pending_inputs - Stores pending human-in-the-loop inputs
	scheduled_workflows - Stores cron-scheduled workflow definitions




      


      
        Summary


  
    Functions
  


    
      
        all_versions()

      


        Returns the list of all available migration versions.



    


    
      
        current_version()

      


        Returns the latest available Durable migration version.



    


    
      
        down(opts \\ [])

      


        Rolls back migrations.



    


    
      
        migrated_version(opts_or_repo \\ [])

      


        Returns the latest applied Durable migration version, or 0 when none are applied.



    


    
      
        migrated_version(repo, opts)

      


        See Durable.Migration.Migrator.migrated_version/2.



    


    
      
        migrated_versions(opts \\ [])

      


        Returns the list of applied migration versions.



    


    
      
        pending_versions(opts_or_repo \\ [])

      


        Returns pending migrations (not yet applied).



    


    
      
        pending_versions(repo, opts)

      


        See Durable.Migration.Migrator.pending_versions/2.



    


    
      
        previous_version(version \\ Migrator.current_version())

      


        Returns the migration version immediately before version, or 0 for the first migration.



    


    
      
        up(opts \\ [])

      


        Runs all pending migrations up to the latest version.



    





      


      
        Functions


        


  
    
      
    
    
      all_versions()



        
          
        

    

  


  

      

          @spec all_versions() :: [pos_integer()]


      


Returns the list of all available migration versions.

  



  
    
      
    
    
      current_version()



        
          
        

    

  


  

      

          @spec current_version() :: pos_integer()


      


Returns the latest available Durable migration version.

  



    

  
    
      
    
    
      down(opts \\ [])



        
          
        

    

  


  

      

          @spec down(keyword()) :: :ok


      


Rolls back migrations.
Options
	:prefix - The PostgreSQL schema name (default: "durable")
	:to - Rollback to a specific version (exclusive - keeps that version)
	:step - Number of migrations to roll back (default: all)
	:log - Log level for migration output (default: :info)


  



    

  
    
      
    
    
      migrated_version(opts_or_repo \\ [])



        
          
        

    

  


  

      

          @spec migrated_version(keyword() | module()) :: non_neg_integer()


      


Returns the latest applied Durable migration version, or 0 when none are applied.
Pass an Ecto repo to check outside an Ecto migration:
Durable.Migration.migrated_version(MyApp.Repo)
Durable.Migration.migrated_version(MyApp.Repo, prefix: "private")
Without a repo, this uses the current Ecto migration runner context.

  



  
    
      
    
    
      migrated_version(repo, opts)



        
          
        

    

  


  

      

          @spec migrated_version(
  module(),
  keyword()
) :: non_neg_integer()


      


See Durable.Migration.Migrator.migrated_version/2.

  



    

  
    
      
    
    
      migrated_versions(opts \\ [])



        
          
        

    

  


  

      

          @spec migrated_versions(keyword()) :: [pos_integer()]


      


Returns the list of applied migration versions.
Requires a repo connection to be available (called within an Ecto migration).

  



    

  
    
      
    
    
      pending_versions(opts_or_repo \\ [])



        
          
        

    

  


  

      

          @spec pending_versions(keyword() | module()) :: [pos_integer()]


      


Returns pending migrations (not yet applied).

  



  
    
      
    
    
      pending_versions(repo, opts)



        
          
        

    

  


  

      

          @spec pending_versions(
  module(),
  keyword()
) :: [pos_integer()]


      


See Durable.Migration.Migrator.pending_versions/2.

  



    

  
    
      
    
    
      previous_version(version \\ Migrator.current_version())



        
          
        

    

  


  

      

          @spec previous_version(pos_integer()) :: non_neg_integer()


      


Returns the migration version immediately before version, or 0 for the first migration.

  



    

  
    
      
    
    
      up(opts \\ [])



        
          
        

    

  


  

      

          @spec up(keyword()) :: :ok


      


Runs all pending migrations up to the latest version.
Options
	:prefix - The PostgreSQL schema name (default: "durable")
	:to - Migrate up to a specific version (inclusive)
	:log - Log level for migration output (default: :info)


  


        

      


  

    
Durable.Migration.Base behaviour
    



      
Base module for Durable internal migrations.
This module provides the behaviour and DSL for creating Durable migrations.
Each migration is a module that implements version/0, up/1, and down/1.
Usage
defmodule Durable.Migration.Migrations.V20260103120000AddCompensation do
  use Durable.Migration.Base

  @impl true
  def version, do: 20_260_103_120_000

  @impl true
  def up(prefix) do
    alter table(:workflow_executions, prefix: prefix) do
      add(:compensation_data, :jsonb)
    end
  end

  @impl true
  def down(prefix) do
    alter table(:workflow_executions, prefix: prefix) do
      remove(:compensation_data)
    end
  end
end
The prefix argument is the PostgreSQL schema name (default: "durable").
All Ecto.Migration functions are available (create, alter, drop, execute, etc.).

      


      
        Summary


  
    Callbacks
  


    
      
        down(prefix)

      


        Runs the migration down (rollback changes).



    


    
      
        up(prefix)

      


        Runs the migration up (apply changes).



    


    
      
        version()

      


        Returns the migration version as a positive integer.



    





      


      
        Callbacks


        


  
    
      
    
    
      down(prefix)



        
          
        

    

  


  

      

          @callback down(prefix :: String.t()) :: :ok


      


Runs the migration down (rollback changes).
The prefix argument is the PostgreSQL schema name.

  



  
    
      
    
    
      up(prefix)



        
          
        

    

  


  

      

          @callback up(prefix :: String.t()) :: :ok


      


Runs the migration up (apply changes).
The prefix argument is the PostgreSQL schema name.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          @callback version() :: pos_integer()


      


Returns the migration version as a positive integer.
Version format: YYYYMMDDHHmmss (14 digits)
Example: 20260103120000

  


        

      


  

    
Durable.Orchestration 
    



      
Workflow composition: call child workflows from parent steps.
Provides two primitives for composing workflows:
	call_workflow/3 — Start a child workflow and wait for its result (synchronous)
	start_workflow/3 — Start a child workflow without waiting (fire-and-forget)

Usage
defmodule MyApp.OrderWorkflow do
  use Durable
  use Durable.Context
  use Durable.Orchestration

  workflow "process_order" do
    step :charge_payment, fn data ->
      case call_workflow(MyApp.PaymentWorkflow, %{"amount" => data.total},
             timeout: hours(1)) do
        {:ok, result} ->
          {:ok, assign(data, :payment_id, result["payment_id"])}
        {:error, reason} ->
          {:error, reason}
      end
    end

    step :send_email, fn data ->
      {:ok, email_wf_id} = start_workflow(MyApp.EmailWorkflow,
        %{"to" => data.email}, ref: :confirmation)
      {:ok, assign(data, :email_workflow_id, email_wf_id)}
    end
  end
end

      


      
        Summary


  
    Functions
  


    
      
        __using__(opts)

      


        Injects orchestration functions into the calling module.



    


    
      
        call_workflow(module, input, opts \\ [])

      


        Starts a child workflow and waits for its result.



    


    
      
        start_workflow(module, input, opts \\ [])

      


        Starts a child workflow without waiting for its result (fire-and-forget).



    





      


      
        Functions


        


  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

Injects orchestration functions into the calling module.

  



    

  
    
      
    
    
      call_workflow(module, input, opts \\ [])



        
          
        

    

  


  

      

          @spec call_workflow(module(), map(), keyword()) :: {:ok, map()} | {:error, term()}


      


Starts a child workflow and waits for its result.
The parent workflow will be suspended until the child completes or fails.
On resume, returns {:ok, result} or {:error, reason}.
Options
	:ref - Reference name for idempotency (default: module name)
	:timeout - Timeout in milliseconds
	:timeout_value - Value returned on timeout (default: :child_timeout)
	:queue - Queue for the child workflow (default: "default")
	:durable - Durable instance name (default: Durable)

What the parent sees on success
The result returned on success is the child workflow's entire final
context, not just its explicit outputs. This includes every
put_context/2 key the child set, plus the final step's return value.
If you need to expose only specific outputs, return a clean shape from the
child's final step or pick only the keys you need in the parent:
case call_workflow(MyApp.PaymentWorkflow, %{"amount" => 100}) do
  {:ok, %{"payment_id" => id}} -> {:ok, assign(data, :payment_id, id)}
  {:error, reason} -> {:error, reason}
end
Examples
case call_workflow(MyApp.PaymentWorkflow, %{"amount" => 100}, timeout: hours(1)) do
  {:ok, result} -> {:ok, assign(data, :payment, result)}
  {:error, reason} -> {:error, reason}
end

  



    

  
    
      
    
    
      start_workflow(module, input, opts \\ [])



        
          
        

    

  


  

      

          @spec start_workflow(module(), map(), keyword()) :: {:ok, String.t()}


      


Starts a child workflow without waiting for its result (fire-and-forget).
Returns {:ok, child_id} immediately. The child runs independently.
Idempotent: if resumed, returns the same child_id without creating a duplicate.
Options
	:ref - Reference name for idempotency (default: module name)
	:queue - Queue for the child workflow (default: "default")
	:durable - Durable instance name (default: Durable)

Examples
{:ok, child_id} = start_workflow(MyApp.EmailWorkflow,
  %{"to" => email}, ref: :welcome_email)

  


        

      


  

    
Durable.PubSub 
    



      
Thin wrapper around Phoenix.PubSub for broadcasting Durable lifecycle events.
This module is a no-op when phoenix_pubsub is not loaded, so it is safe to
call from executor code regardless of whether a dashboard or external consumer
is subscribed.
Topics
Broadcasts go to three topic families, scoped per Durable instance (the
instance name is taken from the config):
	"durable:<instance>:workflows" — every workflow lifecycle event
	"durable:<instance>:workflow:<id>" — events for one specific workflow
	"durable:<instance>:schedules" — schedule CRUD events
	"durable:<instance>:inputs" — pending input lifecycle events

Event shape
Every broadcast is the tuple {:durable_event, kind, payload} where kind is
one of the atoms enumerated in kind/0 and payload is a map with fields
relevant to the event. See the individual broadcast_* helpers for specifics.
Enabling
Add {:phoenix_pubsub, "~> 2.1"} to your dependencies and either:
	Pass pubsub: MyApp.PubSub in the Durable supervision-tree args to reuse
a PubSub started by the host app, or
	Pass nothing — Durable will start its own Phoenix.PubSub named
Durable.<instance>.PubSub.

When neither a dependency nor a :pubsub option is present, all broadcasts
silently no-op and subscribers simply never receive messages.

      


      
        Summary


  
    Types
  


    
      
        kind()

      


    


    
      
        payload()

      


    





  
    Functions
  


    
      
        broadcast_input(config, kind, payload)

      


        Broadcasts a pending-input lifecycle event.



    


    
      
        broadcast_schedule(config, kind, payload)

      


        Broadcasts a schedule event.



    


    
      
        broadcast_step(config, kind, payload)

      


        Broadcasts a step lifecycle event.



    


    
      
        broadcast_workflow(config, kind, payload)

      


        Broadcasts a workflow lifecycle event.



    


    
      
        default_name(instance_name)

      


        Returns the default Phoenix.PubSub child spec name for a Durable instance.



    


    
      
        inputs_topic(config)

      


        Returns the topic string for pending-input events on this instance.



    


    
      
        schedules_topic(config)

      


        Returns the topic string for schedule events on this instance.



    


    
      
        server(config)

      


        Returns the PubSub server name for a Durable instance.



    


    
      
        server_for(instance_name)

      


        Returns the PubSub server name for an instance by name (convenience).



    


    
      
        subscribe(config, topic)

      


        Subscribes the calling process to a topic.



    


    
      
        unsubscribe(config, topic)

      


        Unsubscribes the calling process from a topic.



    


    
      
        workflow_topic(config, workflow_id)

      


        Returns the topic string for one specific workflow's events.



    


    
      
        workflows_topic(config)

      


        Returns the topic string for all workflow events on this instance.



    





      


      
        Types


        


  
    
      
    
    
      kind()



        
          
        

    

  


  

      

          @type kind() ::
  :workflow_started
  | :workflow_resumed
  | :workflow_waiting
  | :workflow_completed
  | :workflow_failed
  | :workflow_cancelled
  | :step_started
  | :step_completed
  | :step_failed
  | :step_waiting
  | :input_requested
  | :input_provided
  | :schedule_toggled
  | :schedule_triggered


      



  



  
    
      
    
    
      payload()



        
          
        

    

  


  

      

          @type payload() :: map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      broadcast_input(config, kind, payload)



        
          
        

    

  


  

      

          @spec broadcast_input(Durable.Config.t(), kind(), payload()) :: :ok


      


Broadcasts a pending-input lifecycle event.
Sent to both the inputs topic and the per-workflow topic.

  



  
    
      
    
    
      broadcast_schedule(config, kind, payload)



        
          
        

    

  


  

      

          @spec broadcast_schedule(Durable.Config.t(), kind(), payload()) :: :ok


      


Broadcasts a schedule event.

  



  
    
      
    
    
      broadcast_step(config, kind, payload)



        
          
        

    

  


  

      

          @spec broadcast_step(Durable.Config.t(), kind(), payload()) :: :ok


      


Broadcasts a step lifecycle event.
Sent only to the per-workflow topic (step events would overwhelm the global
topic and aren't generally interesting at that level).

  



  
    
      
    
    
      broadcast_workflow(config, kind, payload)



        
          
        

    

  


  

      

          @spec broadcast_workflow(Durable.Config.t(), kind(), payload()) :: :ok


      


Broadcasts a workflow lifecycle event.
Sends to both the global workflows topic and the per-workflow topic.

  



  
    
      
    
    
      default_name(instance_name)



        
          
        

    

  


  

      

          @spec default_name(atom()) :: atom()


      


Returns the default Phoenix.PubSub child spec name for a Durable instance.
Used by the supervisor to start an owned PubSub when the caller did not
provide one.

  



  
    
      
    
    
      inputs_topic(config)



        
          
        

    

  


  

      

          @spec inputs_topic(Durable.Config.t()) :: String.t()


      


Returns the topic string for pending-input events on this instance.

  



  
    
      
    
    
      schedules_topic(config)



        
          
        

    

  


  

      

          @spec schedules_topic(Durable.Config.t()) :: String.t()


      


Returns the topic string for schedule events on this instance.

  



  
    
      
    
    
      server(config)



        
          
        

    

  


  

      

          @spec server(Durable.Config.t()) :: module() | nil


      


Returns the PubSub server name for a Durable instance.
Returns nil when the instance has no PubSub configured.

  



  
    
      
    
    
      server_for(instance_name)



        
          
        

    

  


  

      

          @spec server_for(atom()) :: module() | nil


      


Returns the PubSub server name for an instance by name (convenience).

  



  
    
      
    
    
      subscribe(config, topic)



        
          
        

    

  


  

      

          @spec subscribe(Durable.Config.t(), String.t()) :: :ok | {:error, :no_pubsub}


      


Subscribes the calling process to a topic.
Returns :ok if PubSub is configured, {:error, :no_pubsub} otherwise.

  



  
    
      
    
    
      unsubscribe(config, topic)



        
          
        

    

  


  

      

          @spec unsubscribe(Durable.Config.t(), String.t()) :: :ok


      


Unsubscribes the calling process from a topic.

  



  
    
      
    
    
      workflow_topic(config, workflow_id)



        
          
        

    

  


  

      

          @spec workflow_topic(Durable.Config.t(), String.t()) :: String.t()


      


Returns the topic string for one specific workflow's events.

  



  
    
      
    
    
      workflows_topic(config)



        
          
        

    

  


  

      

          @spec workflows_topic(Durable.Config.t()) :: String.t()


      


Returns the topic string for all workflow events on this instance.

  


        

      


  

    
Durable.Query 
    



      
Query functions for workflow executions.

      


      
        Summary


  
    Functions
  


    
      
        child_counts(parent_ids, opts \\ [])

      


        Returns a %{parent_workflow_id => child_count} map for the given parent
ids, in a single query. Used to render a "N children" drill-down affordance
on top-level run rows without an N+1. Parents with no children are omitted.



    


    
      
        count_executions(filters \\ [])

      


        Counts workflow executions matching filters.



    


    
      
        dashboard_counts(opts \\ [])

      


        Returns workflow execution counts grouped by status.



    


    
      
        get_execution(workflow_id, opts \\ [])

      


        Gets a workflow execution by ID.



    


    
      
        get_step_executions(workflow_id, opts \\ [])

      


        Gets step executions for a workflow.



    


    
      
        get_step_logs(workflow_id, step_name, opts \\ [])

      


        Gets logs for a specific step.



    


    
      
        list_child_executions(parent_workflow_id, opts \\ [])

      


        Lists child workflow executions for a parent workflow.



    


    
      
        list_executions(filters \\ [])

      


        Lists workflow executions with optional filters.



    


    
      
        list_executions_with_total(filters \\ [])

      


        Lists workflow executions with total count for pagination.



    


    
      
        list_workflows(opts \\ [])

      


        Lists distinct workflow definitions, derived from execution history.



    





      


      
        Functions


        


    

  
    
      
    
    
      child_counts(parent_ids, opts \\ [])



        
          
        

    

  


  

      

          @spec child_counts(
  [String.t()],
  keyword()
) :: %{required(String.t()) => non_neg_integer()}


      


Returns a %{parent_workflow_id => child_count} map for the given parent
ids, in a single query. Used to render a "N children" drill-down affordance
on top-level run rows without an N+1. Parents with no children are omitted.
Options
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      count_executions(filters \\ [])



        
          
        

    

  


  

      

          @spec count_executions(keyword()) :: non_neg_integer()


      


Counts workflow executions matching filters.

  



    

  
    
      
    
    
      dashboard_counts(opts \\ [])



        
          
        

    

  


  

      

          @spec dashboard_counts(keyword()) :: %{required(atom()) => non_neg_integer()}


      


Returns workflow execution counts grouped by status.
Returns a map like %{pending: 5, running: 3, completed: 100, ...}.
Options
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      get_execution(workflow_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_execution(
  String.t(),
  keyword()
) :: {:ok, map()} | {:error, :not_found}


      


Gets a workflow execution by ID.
Options
	:include_steps - Include step executions (default: false)
	:include_logs - Include logs in step executions (default: false)
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      get_step_executions(workflow_id, opts \\ [])



        
          
        

    

  


  

      

          @spec get_step_executions(
  String.t(),
  keyword()
) :: [map()]


      


Gets step executions for a workflow.

  



    

  
    
      
    
    
      get_step_logs(workflow_id, step_name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_step_logs(String.t(), atom() | String.t(), keyword()) ::
  {:ok, [map()]} | {:error, :not_found}


      


Gets logs for a specific step.

  



    

  
    
      
    
    
      list_child_executions(parent_workflow_id, opts \\ [])



        
          
        

    

  


  

      

          @spec list_child_executions(
  String.t(),
  keyword()
) :: [map()]


      


Lists child workflow executions for a parent workflow.
Options
	:status - Filter by status
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      list_executions(filters \\ [])



        
          
        

    

  


  

      

          @spec list_executions(keyword()) :: [map()]


      


Lists workflow executions with optional filters.
Filters
	:workflow - Filter by workflow module
	:workflow_name - Filter by workflow name
	:status - Filter by status
	:queue - Filter by queue
	:limit - Maximum results (default: 50)
	:offset - Offset for pagination (default: 0)
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      list_executions_with_total(filters \\ [])



        
          
        

    

  


  

      

          @spec list_executions_with_total(keyword()) :: {[map()], non_neg_integer()}


      


Lists workflow executions with total count for pagination.
Returns {executions, total_count}.
Accepts the same filters as list_executions/1.

  



    

  
    
      
    
    
      list_workflows(opts \\ [])



        
          
        

    

  


  

      

          @spec list_workflows(keyword()) :: [map()]


      


Lists distinct workflow definitions, derived from execution history.
Returns one row per {workflow_module, workflow_name} pair that has
ever been executed, with aggregate stats. There is no compile-time
registry of definitions in the engine — the executor only resolves
modules by name on demand — so the dashboard derives the catalog from
the persisted executions.
Each row contains:
	:workflow_module (string)
	:workflow_name (string)
	:total_runs (non_neg_integer)
	:running_count (non_neg_integer)
	:waiting_count (non_neg_integer)
	:failed_count (non_neg_integer)
	:last_run_at (DateTime.t() | nil) — most recent inserted_at

	:last_status (atom | nil) — status of the most recent run


Sorted by last_run_at DESC NULLS LAST.
Options
	:durable - The Durable instance name (default: Durable)


  


        

      


  

    
Durable.Queue.Adapter behaviour
    



      
Behaviour for queue adapters.
The queue adapter is responsible for:
	Fetching and claiming jobs atomically
	Acknowledging completed jobs
	Handling failed jobs (nack)
	Rescheduling jobs for later execution
	Recovering stale locks from crashed workers
	Providing queue statistics

All callbacks receive the Durable config as the first argument to support
dynamic repo and prefix configuration.

      


      
        Summary


  
    Types
  


    
      
        job()

      


    


    
      
        job_id()

      


    


    
      
        queue_name()

      


    





  
    Callbacks
  


    
      
        ack(config, job_id)

      


        Acknowledges successful job completion.



    


    
      
        fetch_jobs(config, queue, limit, node_id)

      


        Fetches and atomically claims jobs from a queue.



    


    
      
        get_stats(config, queue)

      


        Returns statistics for a queue.



    


    
      
        heartbeat(config, job_id)

      


        Updates the lock timestamp to indicate the worker is still alive.



    


    
      
        nack(config, job_id, reason)

      


        Negatively acknowledges a job (failure).



    


    
      
        recover_stale_locks(config, timeout_seconds)

      


        Recovers stale locks from crashed workers.



    


    
      
        recover_zombie_workflows(config, timeout_seconds)

      


        Recovers "zombie" workflows — executions stuck in :waiting status with
no pending inputs or events that could ever unblock them.



    


    
      
        reschedule(config, job_id, run_at)

      


        Reschedules a job for future execution.



    


    
      
        wake_sleeping_workflows(config, batch_size)

      


        Wakes workflows whose sleep/1 or schedule_at/1 wait has elapsed.



    





  
    Functions
  


    
      
        default_adapter()

      


        Returns the default adapter module.



    





      


      
        Types


        


  
    
      
    
    
      job()



        
          
        

    

  


  

      

          @type job() :: %{
  id: job_id(),
  workflow_module: String.t(),
  workflow_name: String.t(),
  queue: queue_name(),
  priority: integer(),
  input: map(),
  context: map(),
  scheduled_at: DateTime.t() | nil,
  current_step: String.t() | nil,
  lock_token: String.t() | nil
}


      



  



  
    
      
    
    
      job_id()



        
          
        

    

  


  

      

          @type job_id() :: String.t()


      



  



  
    
      
    
    
      queue_name()



        
          
        

    

  


  

      

          @type queue_name() :: String.t()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      ack(config, job_id)



        
          
        

    

  


  

      

          @callback ack(config :: Durable.Config.t(), job_id :: job_id()) :: :ok | {:error, term()}


      


Acknowledges successful job completion.
Called when a workflow execution completes successfully.
Clears the lock fields on the workflow execution.

  



  
    
      
    
    
      fetch_jobs(config, queue, limit, node_id)



        
          
        

    

  


  

      

          @callback fetch_jobs(
  config :: Durable.Config.t(),
  queue :: queue_name(),
  limit :: pos_integer(),
  node_id :: String.t()
) :: [job()]


      


Fetches and atomically claims jobs from a queue.
Jobs are locked to prevent duplicate processing. Returns a list of
claimed jobs up to the specified limit.
Parameters
	config - The Durable configuration
	queue - The queue name to fetch from
	limit - Maximum number of jobs to claim
	node_id - Unique identifier for this node (used for locking)

Returns
A list of job maps that have been claimed.

  



  
    
      
    
    
      get_stats(config, queue)



        
          
        

    

  


  

      

          @callback get_stats(config :: Durable.Config.t(), queue :: queue_name()) :: map()


      


Returns statistics for a queue.
Returns a map with counts by status and other metrics.

  



  
    
      
    
    
      heartbeat(config, job_id)



        
          
        

    

  


  

      

          @callback heartbeat(config :: Durable.Config.t(), job_id :: job_id()) ::
  :ok | {:error, term()}


      


Updates the lock timestamp to indicate the worker is still alive.
Called periodically by workers to prevent stale lock recovery
from releasing jobs that are still being processed.

  



  
    
      
    
    
      nack(config, job_id, reason)



        
          
        

    

  


  

      

          @callback nack(config :: Durable.Config.t(), job_id :: job_id(), reason :: term()) ::
  :ok | {:error, term()}


      


Negatively acknowledges a job (failure).
Called when a workflow execution fails after all retries.
Marks the job as failed and clears the lock.

  



  
    
      
    
    
      recover_stale_locks(config, timeout_seconds)



        
          
        

    

  


  

      

          @callback recover_stale_locks(
  config :: Durable.Config.t(),
  timeout_seconds :: pos_integer()
) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Recovers stale locks from crashed workers.
Jobs locked longer than the timeout are released back to pending status.
Returns the count of recovered jobs.

  



  
    
      
    
    
      recover_zombie_workflows(config, timeout_seconds)


        (optional)


        
          
        

    

  


  

      

          @callback recover_zombie_workflows(
  config :: Durable.Config.t(),
  timeout_seconds :: pos_integer()
) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Recovers "zombie" workflows — executions stuck in :waiting status with
no pending inputs or events that could ever unblock them.
This typically happens when a step crashes during a state transition and
the executor can't record a clean error (e.g. due to a secondary error
while serializing). The workflow remains in :waiting indefinitely even
though nothing is actually waiting on it.
Zombies older than the timeout are marked :failed with a diagnostic
error. Returns the count of workflows recovered.
This callback is optional so third-party adapters don't break on upgrade.

  



  
    
      
    
    
      reschedule(config, job_id, run_at)



        
          
        

    

  


  

      

          @callback reschedule(
  config :: Durable.Config.t(),
  job_id :: job_id(),
  run_at :: DateTime.t()
) ::
  :ok | {:error, term()}


      


Reschedules a job for future execution.
Used for sleep and wait primitives. Sets the job back to pending
status with a new scheduled_at time.

  



  
    
      
    
    
      wake_sleeping_workflows(config, batch_size)


        (optional)


        
          
        

    

  


  

      

          @callback wake_sleeping_workflows(
  config :: Durable.Config.t(),
  batch_size :: pos_integer()
) ::
  {:ok, non_neg_integer()} | {:error, term()}


      


Wakes workflows whose sleep/1 or schedule_at/1 wait has elapsed.
Atomically transitions rows where status = :waiting AND scheduled_at <= NOW()
back to :pending, clears the lock, and merges a __sleep_satisfied__
marker into context so the step body's next sleep/schedule_at call
returns immediately instead of re-throwing.
Returns the count of workflows woken. Optional so older adapters keep
working — when not implemented, the SleepWaker simply skips its sweep.

  


        

      

      
        Functions


        


  
    
      
    
    
      default_adapter()



        
          
        

    

  


  

      

          @spec default_adapter() :: module()


      


Returns the default adapter module.

  


        

      


  

    
Durable.Queue.Adapters.Postgres 
    



      
PostgreSQL-based queue adapter using the workflow_executions table.
Uses FOR UPDATE SKIP LOCKED for atomic job claiming without blocking.
This ensures that multiple pollers can safely claim jobs without
processing the same job twice.

      


      
        Summary


  
    Functions
  


    
      
        ack(config, job_id, lock_token)

      


    


    
      
        heartbeat(config, job_id, lock_token)

      


    


    
      
        nack(config, job_id, reason, lock_token)

      


    


    
      
        reschedule(config, job_id, run_at, lock_token)

      


    





      


      
        Functions


        


  
    
      
    
    
      ack(config, job_id, lock_token)



        
          
        

    

  


  


  



  
    
      
    
    
      heartbeat(config, job_id, lock_token)



        
          
        

    

  


  


  



  
    
      
    
    
      nack(config, job_id, reason, lock_token)



        
          
        

    

  


  


  



  
    
      
    
    
      reschedule(config, job_id, run_at, lock_token)



        
          
        

    

  


  


  


        

      


  

    
Durable.Queue.Manager 
    



      
Supervises queue pollers and worker supervisors.
The Manager creates a supervision tree for each configured queue:
	A DynamicSupervisor for workers
	A Poller for the queue

It also starts the StaleJobRecovery process and a Registry for
looking up pollers by queue name.
Configuration
Queue configuration is passed via the Durable config:
{Durable,
 repo: MyApp.Repo,
 queues: %{
   default: [concurrency: 10, poll_interval: 1000],
   high_priority: [concurrency: 20, poll_interval: 500]
 }}

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        drain(durable_name \\ Durable, queue_name, timeout \\ 30000)

      


        Drains a queue, waiting for active jobs to complete.



    


    
      
        pause(durable_name \\ Durable, queue_name)

      


        Pauses a queue, stopping it from claiming new jobs.



    


    
      
        queues(durable_name \\ Durable)

      


        Returns the list of configured queues for a Durable instance.



    


    
      
        resume(durable_name \\ Durable, queue_name)

      


        Resumes a paused queue.



    


    
      
        start_link(opts)

      


        Starts the queue manager supervisor.



    


    
      
        stats(durable_name \\ Durable, queue_name)

      


        Returns statistics for a queue from the adapter.



    


    
      
        status(durable_name \\ Durable, queue_name)

      


        Returns the status of a queue.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

    

  
    
      
    
    
      drain(durable_name \\ Durable, queue_name, timeout \\ 30000)



        
          
        

    

  


  

      

          @spec drain(atom(), atom() | String.t(), timeout()) :: :ok | {:error, :timeout}


      


Drains a queue, waiting for active jobs to complete.

  



    

  
    
      
    
    
      pause(durable_name \\ Durable, queue_name)



        
          
        

    

  


  

      

          @spec pause(atom(), atom() | String.t()) :: :ok


      


Pauses a queue, stopping it from claiming new jobs.

  



    

  
    
      
    
    
      queues(durable_name \\ Durable)



        
          
        

    

  


  

      

          @spec queues(atom()) :: [String.t()]


      


Returns the list of configured queues for a Durable instance.

  



    

  
    
      
    
    
      resume(durable_name \\ Durable, queue_name)



        
          
        

    

  


  

      

          @spec resume(atom(), atom() | String.t()) :: :ok


      


Resumes a paused queue.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Starts the queue manager supervisor.

  



    

  
    
      
    
    
      stats(durable_name \\ Durable, queue_name)



        
          
        

    

  


  

      

          @spec stats(atom(), atom() | String.t()) :: map()


      


Returns statistics for a queue from the adapter.

  



    

  
    
      
    
    
      status(durable_name \\ Durable, queue_name)



        
          
        

    

  


  

      

          @spec status(atom(), atom() | String.t()) :: map()


      


Returns the status of a queue.

  


        

      


  

    
Durable.Queue.Poller 
    



      
GenServer that polls a queue for jobs and starts workers to execute them.
Each poller handles a single queue and maintains:
	A set of active job IDs being processed
	Concurrency limits
	Poll interval configuration

The poller monitors workers and handles their completion messages,
calling ack/nack on the adapter as appropriate.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        drain(server, timeout \\ 30000)

      


        Drains the poller, waiting for all active jobs to complete.



    


    
      
        pause(server)

      


        Pauses the poller, stopping it from claiming new jobs.



    


    
      
        resume(server)

      


        Resumes the poller after being paused.



    


    
      
        start_link(opts)

      


        Starts the poller process.



    


    
      
        status(server)

      


        Returns the current state of the poller for debugging.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Queue.Poller{
  active_jobs: MapSet.t(String.t()),
  concurrency: pos_integer(),
  config: Durable.Config.t(),
  job_tokens: term(),
  node_id: String.t(),
  paused: boolean(),
  poll_interval: pos_integer(),
  queue_name: String.t(),
  timer_ref: reference() | nil,
  worker_refs: %{required(reference()) => String.t()},
  worker_supervisor: atom() | pid()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      drain(server, timeout \\ 30000)



        
          
        

    

  


  

      

          @spec drain(GenServer.server(), timeout()) :: :ok | {:error, :timeout}


      


Drains the poller, waiting for all active jobs to complete.
Returns :ok when all jobs are complete or {:error, :timeout} if
the timeout is exceeded.

  



  
    
      
    
    
      pause(server)



        
          
        

    

  


  

      

          @spec pause(GenServer.server()) :: :ok


      


Pauses the poller, stopping it from claiming new jobs.

  



  
    
      
    
    
      resume(server)



        
          
        

    

  


  

      

          @spec resume(GenServer.server()) :: :ok


      


Resumes the poller after being paused.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the poller process.
Options
	:config - The Durable configuration (required)
	:queue_name - The name of the queue to poll (required)
	:concurrency - Maximum concurrent workers (default: 10)
	:poll_interval - Milliseconds between polls (default: 1000)
	:worker_supervisor - The DynamicSupervisor for workers (required)


  



  
    
      
    
    
      status(server)



        
          
        

    

  


  

      

          @spec status(GenServer.server()) :: map()


      


Returns the current state of the poller for debugging.

  


        

      


  

    
Durable.Queue.StaleJobRecovery 
    



      
Periodically recovers jobs with stale locks.
Jobs can become "stuck" if a worker process crashes without releasing
the lock. This GenServer periodically checks for such jobs and releases
them back to pending status so they can be picked up again.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        recover_now(durable_name \\ Durable)

      


        Manually triggers stale lock recovery.



    


    
      
        start_link(opts)

      


        Starts the stale job recovery process.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      recover_now(durable_name \\ Durable)



        
          
        

    

  


  

      

          @spec recover_now(atom()) :: {:ok, non_neg_integer()} | {:error, term()}


      


Manually triggers stale lock recovery.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the stale job recovery process.
Options
	:config - The Durable configuration (required)
	:interval - Milliseconds between recovery checks (default: 60000)


  


        

      


  

    
Durable.Queue.Worker 
    



      
Executes a single workflow job in an isolated process.
Each worker runs under a DynamicSupervisor with restart: :temporary,
ensuring that:
	Each workflow execution is isolated
	A crash in one worker does not affect others
	Workers are not automatically restarted (stale lock recovery handles retries)

The worker spawns job execution in a separate Task, allowing the GenServer
to send periodic heartbeats to update locked_at and prevent stale lock
recovery from incorrectly reclaiming long-running jobs.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts a worker process to execute a job.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Queue.Worker{
  config: Durable.Config.t(),
  heartbeat_timer: reference() | nil,
  job: map(),
  poller_pid: pid(),
  started_at: integer(),
  task_pid: pid() | nil,
  task_ref: reference() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts a worker process to execute a job.
Options
	:job - The job map to execute (required)
	:config - The Durable configuration (required)
	:poller_pid - The poller process to report completion to (required)


  


        

      


  

    
Durable.Repo 
    



      
Wrapper for Ecto repo calls with centralized options.
This module provides wrapper functions for common Ecto operations that
automatically apply default options from the Durable configuration,
such as the log option for controlling query logging.
Usage
Instead of calling the repo directly:
repo = config.repo
repo.all(query)
Use the wrapper with the config:
alias Durable.Repo
Repo.all(config, query)
This ensures consistent behavior across all Durable database operations.

      


      
        Summary


  
    Functions
  


    
      
        aggregate(config, queryable, aggregate, opts \\ [])

      


        Calculates the given aggregate over the given field.



    


    
      
        all(config, queryable, opts \\ [])

      


        Fetches all entries from the data store matching the given query.



    


    
      
        default_options(config)

      


        Returns the default options to apply to all Ecto operations.



    


    
      
        delete(struct_or_changeset, config, opts \\ [])

      


        Deletes a struct using its primary key.



    


    
      
        delete_all(config, queryable, opts \\ [])

      


        Deletes all entries matching the given query.



    


    
      
        get(config, schema, id, opts \\ [])

      


        Fetches a single struct from the data store where the primary key matches the given id.



    


    
      
        get_by(config, schema, clauses, opts \\ [])

      


        Fetches a single result from the query matching the given clauses.



    


    
      
        insert(struct_or_changeset, config, opts \\ [])

      


        Inserts a struct defined via Ecto.Schema or a changeset.



    


    
      
        insert_all(config, schema_or_source, entries, opts \\ [])

      


        Inserts all entries into the repository.



    


    
      
        one(config, queryable, opts \\ [])

      


        Fetches a single result from the query.



    


    
      
        query(config, sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query on the given repo.



    


    
      
        transaction(config, fun_or_multi, opts \\ [])

      


        Runs an Ecto.Multi (or a function) inside a database transaction on the
configured repo. Used to atomically couple state transitions (e.g. marking
a PendingInput :timeout and resuming the workflow it belongs to) so a
crash between the two updates can't orphan the workflow.



    


    
      
        update(changeset, config, opts \\ [])

      


        Updates a changeset using its primary key.



    


    
      
        update_all(config, queryable, updates, opts \\ [])

      


        Updates all entries matching the given query with the given values.



    





      


      
        Functions


        


    

  
    
      
    
    
      aggregate(config, queryable, aggregate, opts \\ [])



        
          
        

    

  


  

Calculates the given aggregate over the given field.

  



    

  
    
      
    
    
      all(config, queryable, opts \\ [])



        
          
        

    

  


  

Fetches all entries from the data store matching the given query.

  



  
    
      
    
    
      default_options(config)



        
          
        

    

  


  

      

          @spec default_options(Durable.Config.t()) :: keyword()


      


Returns the default options to apply to all Ecto operations.

  



    

  
    
      
    
    
      delete(struct_or_changeset, config, opts \\ [])



        
          
        

    

  


  

Deletes a struct using its primary key.
Accepts struct as first arg to support piping.

  



    

  
    
      
    
    
      delete_all(config, queryable, opts \\ [])



        
          
        

    

  


  

Deletes all entries matching the given query.

  



    

  
    
      
    
    
      get(config, schema, id, opts \\ [])



        
          
        

    

  


  

Fetches a single struct from the data store where the primary key matches the given id.

  



    

  
    
      
    
    
      get_by(config, schema, clauses, opts \\ [])



        
          
        

    

  


  

Fetches a single result from the query matching the given clauses.

  



    

  
    
      
    
    
      insert(struct_or_changeset, config, opts \\ [])



        
          
        

    

  


  

Inserts a struct defined via Ecto.Schema or a changeset.
Accepts struct/changeset as first arg to support piping.

  



    

  
    
      
    
    
      insert_all(config, schema_or_source, entries, opts \\ [])



        
          
        

    

  


  

Inserts all entries into the repository.

  



    

  
    
      
    
    
      one(config, queryable, opts \\ [])



        
          
        

    

  


  

Fetches a single result from the query.

  



    

    

  
    
      
    
    
      query(config, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

Runs a custom SQL query on the given repo.

  



    

  
    
      
    
    
      transaction(config, fun_or_multi, opts \\ [])



        
          
        

    

  


  

Runs an Ecto.Multi (or a function) inside a database transaction on the
configured repo. Used to atomically couple state transitions (e.g. marking
a PendingInput :timeout and resuming the workflow it belongs to) so a
crash between the two updates can't orphan the workflow.

  



    

  
    
      
    
    
      update(changeset, config, opts \\ [])



        
          
        

    

  


  

Updates a changeset using its primary key.
Accepts changeset as first arg to support piping.

  



    

  
    
      
    
    
      update_all(config, queryable, updates, opts \\ [])



        
          
        

    

  


  

Updates all entries matching the given query with the given values.

  


        

      


  

    
Durable.Scheduler 
    



      
GenServer that polls for due scheduled workflows and triggers them.
This module runs as part of the Durable supervision tree and:
	Polls every 60 seconds for due schedules
	Uses FOR UPDATE SKIP LOCKED for multi-node safety
	Starts workflows via the normal queue system
	Updates last_run_at and next_run_at after each execution

Multi-Node Safety
When running multiple Durable instances (e.g., multiple app nodes),
only one node will execute each scheduled workflow. This is achieved
using PostgreSQL's FOR UPDATE SKIP LOCKED clause, which allows
each node to atomically claim schedules without conflicts.
Configuration
The scheduler is automatically started when Durable starts. No additional
configuration is required.

      


      
        Summary


  
    Functions
  


    
      
        check_schedules(durable_name \\ Durable)

      


        Manually triggers a check for due schedules.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        scheduler_name(durable_name)

      


        Returns the process name for a given Durable instance.



    


    
      
        start_link(opts)

      


        Starts the scheduler process.



    


    
      
        status(durable_name \\ Durable)

      


        Returns the current state of the scheduler for debugging.



    





      


      
        Functions


        


    

  
    
      
    
    
      check_schedules(durable_name \\ Durable)



        
          
        

    

  


  

      

          @spec check_schedules(atom()) :: :ok


      


Manually triggers a check for due schedules.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      scheduler_name(durable_name)



        
          
        

    

  


  

      

          @spec scheduler_name(atom()) :: atom()


      


Returns the process name for a given Durable instance.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts the scheduler process.
Options
	:config - The Durable configuration (required)
	:interval - Poll interval in milliseconds (default: 60_000)
	:scheduled_modules - List of modules to register on startup


  



    

  
    
      
    
    
      status(durable_name \\ Durable)



        
          
        

    

  


  

      

          @spec status(atom()) :: map()


      


Returns the current state of the scheduler for debugging.

  


        

      


  

    
Durable.Scheduler.API 
    



      
CRUD operations for scheduled workflows.
This module provides functions to create, read, update, and delete
scheduled workflows that run on cron expressions.
Usage
# Create a schedule
Durable.schedule(MyApp.DailyReport, "0 9 * * *", name: "daily_report")

# List schedules
Durable.list_schedules(enabled: true)

# Update a schedule
Durable.update_schedule("daily_report", cron: "0 10 * * *")

# Delete a schedule
Durable.delete_schedule("daily_report")

      


      
        Summary


  
    Types
  


    
      
        schedule_opts()

      


    





  
    Functions
  


    
      
        delete_schedule(name, opts \\ [])

      


        Deletes a scheduled workflow by name.



    


    
      
        disable_schedule(name, opts \\ [])

      


        Disables a scheduled workflow.



    


    
      
        enable_schedule(name, opts \\ [])

      


        Enables a scheduled workflow.



    


    
      
        get_schedule(name, opts \\ [])

      


        Gets a scheduled workflow by name.



    


    
      
        list_schedules(filters \\ [])

      


        Lists scheduled workflows with optional filters.



    


    
      
        register(module, opts \\ [])

      


        Registers schedules from a module's @schedule attributes.



    


    
      
        register_all(modules, opts \\ [])

      


        Registers schedules from multiple modules.



    


    
      
        schedule(module, cron_expression, opts \\ [])

      


        Creates a new scheduled workflow.



    


    
      
        trigger_schedule(name, opts \\ [])

      


        Triggers a scheduled workflow immediately.



    


    
      
        update_schedule(name, changes)

      


        Updates a scheduled workflow.



    





      


      
        Types


        


  
    
      
    
    
      schedule_opts()



        
          
        

    

  


  

      

          @type schedule_opts() :: [
  name: String.t(),
  workflow: String.t(),
  input: map(),
  timezone: String.t(),
  queue: atom() | String.t(),
  enabled: boolean(),
  durable: atom()
]


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      delete_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec delete_schedule(
  String.t(),
  keyword()
) :: :ok | {:error, :not_found}


      


Deletes a scheduled workflow by name.
Examples
:ok = Durable.delete_schedule("daily_report")

  



    

  
    
      
    
    
      disable_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec disable_schedule(
  String.t(),
  keyword()
) :: {:ok, Durable.Storage.Schemas.ScheduledWorkflow.t()} | {:error, term()}


      


Disables a scheduled workflow.
Examples
{:ok, schedule} = Durable.disable_schedule("daily_report")

  



    

  
    
      
    
    
      enable_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec enable_schedule(
  String.t(),
  keyword()
) :: {:ok, Durable.Storage.Schemas.ScheduledWorkflow.t()} | {:error, term()}


      


Enables a scheduled workflow.
Examples
{:ok, schedule} = Durable.enable_schedule("daily_report")

  



    

  
    
      
    
    
      get_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec get_schedule(
  String.t(),
  keyword()
) :: {:ok, Durable.Storage.Schemas.ScheduledWorkflow.t()} | {:error, :not_found}


      


Gets a scheduled workflow by name.
Examples
{:ok, schedule} = Durable.get_schedule("daily_report")
{:error, :not_found} = Durable.get_schedule("nonexistent")

  



    

  
    
      
    
    
      list_schedules(filters \\ [])



        
          
        

    

  


  

      

          @spec list_schedules(keyword()) :: [Durable.Storage.Schemas.ScheduledWorkflow.t()]


      


Lists scheduled workflows with optional filters.
Filters
	:enabled - Filter by enabled status
	:workflow_module - Filter by module
	:queue - Filter by queue
	:limit - Maximum results (default: 100)
	:offset - Offset for pagination
	:durable - Durable instance name

Examples
schedules = Durable.list_schedules(enabled: true)
schedules = Durable.list_schedules(queue: :reports, limit: 10)

  



    

  
    
      
    
    
      register(module, opts \\ [])



        
          
        

    

  


  

      

          @spec register(
  module(),
  keyword()
) :: :ok | {:error, term()}


      


Registers schedules from a module's @schedule attributes.
This is called automatically during startup for modules listed in
the scheduled_modules config option.
Uses upsert semantics: updates cron/timezone/input/queue but preserves
the enabled status and run times for existing schedules.
Examples
:ok = Durable.Scheduler.API.register(MyApp.DailyReport)

  



    

  
    
      
    
    
      register_all(modules, opts \\ [])



        
          
        

    

  


  

      

          @spec register_all(
  [module()],
  keyword()
) :: :ok | {:error, term()}


      


Registers schedules from multiple modules.
Examples
:ok = Durable.Scheduler.API.register_all([MyApp.Reports, MyApp.Cleanup])

  



    

  
    
      
    
    
      schedule(module, cron_expression, opts \\ [])



        
          
        

    

  


  

      

          @spec schedule(module(), String.t(), schedule_opts()) ::
  {:ok, Durable.Storage.Schemas.ScheduledWorkflow.t()} | {:error, term()}


      


Creates a new scheduled workflow.
Arguments
	module - The workflow module
	cron_expression - Cron expression (e.g., "0 9   *" for 9am daily)
	opts - Options

Options
	:name - Schedule name (defaults to workflow name)
	:workflow - Workflow name (defaults to first workflow in module)
	:input - Input data for each execution
	:timezone - Timezone for cron (default: "UTC")
	:queue - Queue to run on (default: :default)
	:enabled - Whether schedule is active (default: true)
	:durable - Durable instance name (default: Durable)

Examples
{:ok, schedule} = Durable.schedule(MyApp.DailyReport, "0 9 * * *")

{:ok, schedule} = Durable.schedule(
  MyApp.Reports,
  "0 9 * * MON-FRI",
  name: "weekday_report",
  workflow: "generate_report",
  timezone: "America/New_York",
  queue: :reports
)

  



    

  
    
      
    
    
      trigger_schedule(name, opts \\ [])



        
          
        

    

  


  

      

          @spec trigger_schedule(
  String.t(),
  keyword()
) :: {:ok, String.t()} | {:error, term()}


      


Triggers a scheduled workflow immediately.
This starts a new workflow execution without waiting for the next scheduled time.
The schedule's next_run_at is NOT updated.
Options
	:input - Override the schedule's input
	:durable - Durable instance name

Examples
{:ok, workflow_id} = Durable.trigger_schedule("daily_report")
{:ok, workflow_id} = Durable.trigger_schedule("daily_report", input: %{force: true})

  



  
    
      
    
    
      update_schedule(name, changes)



        
          
        

    

  


  

      

          @spec update_schedule(
  String.t(),
  keyword()
) :: {:ok, Durable.Storage.Schemas.ScheduledWorkflow.t()} | {:error, term()}


      


Updates a scheduled workflow.
Updatable Fields
	:cron_expression - New cron expression
	:timezone - New timezone
	:input - New input data
	:queue - New queue
	:enabled - Enable/disable

Examples
{:ok, schedule} = Durable.update_schedule("daily_report", cron: "0 10 * * *")
{:ok, schedule} = Durable.update_schedule("daily_report", enabled: false)

  


        

      


  

    
Durable.Scheduler.DSL 
    



      
Provides the @schedule decorator for declaring workflow schedules.
Usage
defmodule MyApp.DailyReport do
  use Durable
  use Durable.Scheduler.DSL

  @schedule cron: "0 9 * * *", timezone: "America/New_York"
  workflow "generate_report" do
    step :fetch_data do
      # ...
    end

    step :generate do
      # ...
    end
  end
end
Then register the module in your supervision tree:
{Durable, repo: MyApp.Repo, scheduled_modules: [MyApp.DailyReport]}
Options
	:cron - Cron expression (required)
	:name - Schedule name (defaults to workflow name)
	:timezone - Timezone for cron evaluation (default: "UTC")
	:input - Static input for each execution (default: %{})
	:queue - Queue to run on (default: :default)


      


      
        Summary


  
    Functions
  


    
      
        __using__(opts)

      


        Injects schedule handling into the calling module.



    


    
      
        capture_schedule(module, workflow_name)

      


        Called internally to capture the @schedule attribute before a workflow.



    





      


      
        Functions


        


  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

Injects schedule handling into the calling module.

  



  
    
      
    
    
      capture_schedule(module, workflow_name)



        
          
        

    

  


  

Called internally to capture the @schedule attribute before a workflow.
This function is used by patching the workflow macro to capture schedules.

  


        

      


  

    
Durable.Storage.Schemas.PendingEvent 
    



      
Ecto schema for pending event records.
Pending events represent external events that a workflow
is waiting for before continuing execution.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    


    
      
        wait_type()

      


    





  
    Functions
  


    
      
        cancel_changeset(pending_event)

      


        Creates a changeset for cancelling a pending event.



    


    
      
        changeset(pending_event, attrs)

      


        Creates a changeset for inserting a new pending event.



    


    
      
        receive_changeset(pending_event, payload)

      


        Creates a changeset for receiving an event with payload.



    


    
      
        timeout_changeset(pending_event)

      


        Creates a changeset for timing out a pending event.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :received | :timeout | :cancelled


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Storage.Schemas.PendingEvent{
  __meta__: term(),
  completed_at: DateTime.t() | nil,
  event_name: String.t(),
  foreach_id: integer() | nil,
  foreach_index: integer() | nil,
  id: Ecto.UUID.t(),
  inserted_at: DateTime.t(),
  parallel_id: integer() | nil,
  payload: map() | nil,
  status: status(),
  step_name: String.t(),
  timeout_at: DateTime.t() | nil,
  timeout_value: term() | nil,
  updated_at: DateTime.t(),
  wait_group_id: Ecto.UUID.t() | nil,
  wait_type: wait_type(),
  workflow: term(),
  workflow_id: Ecto.UUID.t()
}


      



  



  
    
      
    
    
      wait_type()



        
          
        

    

  


  

      

          @type wait_type() :: :single | :any | :all


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cancel_changeset(pending_event)



        
          
        

    

  


  

Creates a changeset for cancelling a pending event.

  



  
    
      
    
    
      changeset(pending_event, attrs)



        
          
        

    

  


  

Creates a changeset for inserting a new pending event.

  



  
    
      
    
    
      receive_changeset(pending_event, payload)



        
          
        

    

  


  

Creates a changeset for receiving an event with payload.

  



  
    
      
    
    
      timeout_changeset(pending_event)



        
          
        

    

  


  

Creates a changeset for timing out a pending event.

  


        

      


  

    
Durable.Storage.Schemas.PendingInput 
    



      
Ecto schema for pending input records.
Pending inputs represent human-in-the-loop interactions where a workflow
is waiting for user input before continuing.

      


      
        Summary


  
    Types
  


    
      
        input_type()

      


    


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        cancel_changeset(pending_input)

      


        Creates a changeset for cancelling a pending input.



    


    
      
        changeset(pending_input, attrs)

      


        Creates a changeset for inserting a new pending input.



    


    
      
        complete_changeset(pending_input, response)

      


        Creates a changeset for completing a pending input with response.



    


    
      
        timeout_changeset(pending_input)

      


        Creates a changeset for timing out a pending input.



    





      


      
        Types


        


  
    
      
    
    
      input_type()



        
          
        

    

  


  

      

          @type input_type() :: :form | :single_choice | :multi_choice | :free_text | :approval


      



  



  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :completed | :timeout | :cancelled


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Storage.Schemas.PendingInput{
  __meta__: term(),
  completed_at: DateTime.t() | nil,
  fields: [map()] | nil,
  foreach_id: integer() | nil,
  foreach_index: integer() | nil,
  id: Ecto.UUID.t(),
  input_name: String.t(),
  input_type: input_type(),
  inserted_at: DateTime.t(),
  metadata: map() | nil,
  on_timeout: :resume | :fail,
  parallel_id: integer() | nil,
  prompt: String.t() | nil,
  response: map() | nil,
  schema: map() | nil,
  status: status(),
  step_name: String.t(),
  timeout_at: DateTime.t() | nil,
  timeout_value: term() | nil,
  updated_at: DateTime.t(),
  workflow: term(),
  workflow_id: Ecto.UUID.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      cancel_changeset(pending_input)



        
          
        

    

  


  

Creates a changeset for cancelling a pending input.

  



  
    
      
    
    
      changeset(pending_input, attrs)



        
          
        

    

  


  

Creates a changeset for inserting a new pending input.

  



  
    
      
    
    
      complete_changeset(pending_input, response)



        
          
        

    

  


  

Creates a changeset for completing a pending input with response.

  



  
    
      
    
    
      timeout_changeset(pending_input)



        
          
        

    

  


  

Creates a changeset for timing out a pending input.

  


        

      


  

    
Durable.Storage.Schemas.ScheduledWorkflow 
    



      
Ecto schema for scheduled workflow records.
Scheduled workflows represent cron-based recurring workflow executions.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(scheduled_workflow, attrs)

      


        Creates a changeset for inserting or updating a scheduled workflow.



    


    
      
        enable_changeset(scheduled_workflow, enabled)

      


        Creates a changeset for enabling/disabling a scheduled workflow.



    


    
      
        failure_changeset(scheduled_workflow, error_message, opts \\ [])

      


        Creates a changeset that records a failure to load / start the scheduled
workflow. Increments consecutive_failures and stamps last_error*.
When the failure count reaches auto_disable_after, the schedule is
automatically disabled and auto_disabled_at is set so operators can
tell why the schedule stopped firing.



    


    
      
        run_changeset(scheduled_workflow, last_run_at, next_run_at)

      


        Creates a changeset for updating the last/next run times.



    


    
      
        success_changeset(scheduled_workflow, last_run_at, next_run_at)

      


        Creates a changeset that records a successful trigger. Resets
consecutive_failures to 0 and clears the last_error fields.



    


    
      
        update_changeset(scheduled_workflow, attrs)

      


        Creates a changeset for updating a schedule's configuration.



    


    
      
        upsert_changeset(scheduled_workflow, attrs)

      


        Creates a changeset for upserting during registration.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Storage.Schemas.ScheduledWorkflow{
  __meta__: term(),
  auto_disabled_at: DateTime.t() | nil,
  consecutive_failures: integer(),
  cron_expression: String.t(),
  enabled: boolean(),
  id: Ecto.UUID.t(),
  input: map(),
  inserted_at: DateTime.t(),
  last_error: String.t() | nil,
  last_error_at: DateTime.t() | nil,
  last_run_at: DateTime.t() | nil,
  name: String.t(),
  next_run_at: DateTime.t() | nil,
  queue: String.t(),
  timezone: String.t(),
  updated_at: DateTime.t(),
  workflow_module: String.t(),
  workflow_name: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(scheduled_workflow, attrs)



        
          
        

    

  


  

Creates a changeset for inserting or updating a scheduled workflow.

  



  
    
      
    
    
      enable_changeset(scheduled_workflow, enabled)



        
          
        

    

  


  

Creates a changeset for enabling/disabling a scheduled workflow.

  



    

  
    
      
    
    
      failure_changeset(scheduled_workflow, error_message, opts \\ [])



        
          
        

    

  


  

Creates a changeset that records a failure to load / start the scheduled
workflow. Increments consecutive_failures and stamps last_error*.
When the failure count reaches auto_disable_after, the schedule is
automatically disabled and auto_disabled_at is set so operators can
tell why the schedule stopped firing.

  



  
    
      
    
    
      run_changeset(scheduled_workflow, last_run_at, next_run_at)



        
          
        

    

  


  

Creates a changeset for updating the last/next run times.

  



  
    
      
    
    
      success_changeset(scheduled_workflow, last_run_at, next_run_at)



        
          
        

    

  


  

Creates a changeset that records a successful trigger. Resets
consecutive_failures to 0 and clears the last_error fields.

  



  
    
      
    
    
      update_changeset(scheduled_workflow, attrs)



        
          
        

    

  


  

Creates a changeset for updating a schedule's configuration.

  



  
    
      
    
    
      upsert_changeset(scheduled_workflow, attrs)



        
          
        

    

  


  

Creates a changeset for upserting during registration.
Updates cron, timezone, input, and queue, but preserves enabled status
and run times for existing records.

  


        

      


  

    
Durable.Storage.Schemas.StepExecution 
    



      
Ecto schema for step execution records.
Each step execution represents a single execution attempt of a workflow step,
tracking its status, timing, and captured logs.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        append_logs_changeset(step_execution, new_logs)

      


        Appends logs to an existing step execution.



    


    
      
        changeset(step_execution, attrs)

      


        Creates a changeset for inserting a new step execution.



    


    
      
        complete_changeset(step_execution, output, logs, duration_ms)

      


        Creates a changeset for completing step execution.



    


    
      
        fail_changeset(step_execution, error, logs, duration_ms)

      


        Creates a changeset for failing step execution.



    


    
      
        start_changeset(step_execution)

      


        Creates a changeset for starting step execution.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :running | :completed | :failed | :waiting


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Storage.Schemas.StepExecution{
  __meta__: term(),
  attempt: integer(),
  child_workflow_id: term(),
  compensation_for: String.t() | nil,
  completed_at: DateTime.t() | nil,
  duration_ms: integer() | nil,
  error: map() | nil,
  id: Ecto.UUID.t(),
  input: map() | nil,
  inserted_at: DateTime.t(),
  is_compensation: boolean(),
  logs: [map()],
  output: map() | nil,
  started_at: DateTime.t() | nil,
  status: status(),
  step_name: String.t(),
  step_type: String.t(),
  updated_at: DateTime.t(),
  workflow: term(),
  workflow_id: Ecto.UUID.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      append_logs_changeset(step_execution, new_logs)



        
          
        

    

  


  

Appends logs to an existing step execution.

  



  
    
      
    
    
      changeset(step_execution, attrs)



        
          
        

    

  


  

Creates a changeset for inserting a new step execution.

  



  
    
      
    
    
      complete_changeset(step_execution, output, logs, duration_ms)



        
          
        

    

  


  

Creates a changeset for completing step execution.

  



  
    
      
    
    
      fail_changeset(step_execution, error, logs, duration_ms)



        
          
        

    

  


  

Creates a changeset for failing step execution.

  



  
    
      
    
    
      start_changeset(step_execution)



        
          
        

    

  


  

Creates a changeset for starting step execution.

  


        

      


  

    
Durable.Storage.Schemas.WaitGroup 
    



      
Ecto schema for wait group records.
Wait groups track multiple events for wait_for_any and wait_for_all patterns.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    


    
      
        wait_type()

      


    





  
    Functions
  


    
      
        add_event_changeset(wait_group, event_name, payload)

      


        Creates a changeset for adding a received event to the group.



    


    
      
        add_event_locked(repo, wait_group_id, event_name, payload)

      


        Locks the wait group row FOR UPDATE, merges the event into
received_events, and (when the wait condition is satisfied) flips
status to :completed. Must be called inside a transaction.



    


    
      
        cancel_changeset(wait_group)

      


        Creates a changeset for cancelling a wait group.



    


    
      
        changeset(wait_group, attrs)

      


        Creates a changeset for inserting a new wait group.



    


    
      
        timeout_changeset(wait_group)

      


        Creates a changeset for timing out a wait group.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :completed | :timeout | :cancelled


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Storage.Schemas.WaitGroup{
  __meta__: term(),
  completed_at: DateTime.t() | nil,
  event_names: [String.t()],
  foreach_id: integer() | nil,
  foreach_index: integer() | nil,
  id: Ecto.UUID.t(),
  inserted_at: DateTime.t(),
  parallel_id: integer() | nil,
  received_events: map(),
  status: status(),
  step_name: String.t(),
  timeout_at: DateTime.t() | nil,
  timeout_value: term() | nil,
  updated_at: DateTime.t(),
  wait_type: wait_type(),
  workflow: term(),
  workflow_id: Ecto.UUID.t()
}


      



  



  
    
      
    
    
      wait_type()



        
          
        

    

  


  

      

          @type wait_type() :: :any | :all


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_event_changeset(wait_group, event_name, payload)



        
          
        

    

  


  

Creates a changeset for adding a received event to the group.

  



  
    
      
    
    
      add_event_locked(repo, wait_group_id, event_name, payload)



        
          
        

    

  


  

Locks the wait group row FOR UPDATE, merges the event into
received_events, and (when the wait condition is satisfied) flips
status to :completed. Must be called inside a transaction.
Returns {:ok, %{wait_group: updated, just_completed: boolean}} on
success — just_completed is true iff this call transitioned the
group from :pending to :completed. Already-completed/timed-out
groups are treated as a no-op (just_completed: false) so late
arrivals don't double-resume the parent.
Without the row lock, two concurrent callers can read the same
received_events, each merge in only their own event, and have the
later UPDATE silently overwrite the earlier one — leaving the group
permanently short an entry and the parent stuck in :waiting.

  



  
    
      
    
    
      cancel_changeset(wait_group)



        
          
        

    

  


  

Creates a changeset for cancelling a wait group.

  



  
    
      
    
    
      changeset(wait_group, attrs)



        
          
        

    

  


  

Creates a changeset for inserting a new wait group.

  



  
    
      
    
    
      timeout_changeset(wait_group)



        
          
        

    

  


  

Creates a changeset for timing out a wait group.

  


        

      


  

    
Durable.Storage.Schemas.WorkflowExecution 
    



      
Ecto schema for workflow execution records.
Each workflow execution represents a single run of a workflow, tracking its
status, context, and progress through steps.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        changeset(execution, attrs)

      


        Creates a changeset for inserting a new workflow execution.



    


    
      
        compensated_changeset(execution, results)

      


        Creates a changeset for marking workflow as compensated (all compensations succeeded).



    


    
      
        compensating_changeset(execution)

      


        Creates a changeset for marking workflow as compensating.



    


    
      
        compensation_failed_changeset(execution, results, error)

      


        Creates a changeset for marking workflow compensation as failed.



    


    
      
        lock_changeset(execution, locked_by)

      


        Creates a changeset for locking a workflow for execution.



    


    
      
        status_changeset(execution, status, attrs \\ %{})

      


        Creates a changeset for updating workflow status.



    


    
      
        unlock_changeset(execution)

      


        Creates a changeset for unlocking a workflow.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() ::
  :pending
  | :running
  | :completed
  | :failed
  | :waiting
  | :cancelled
  | :compensating
  | :compensated
  | :compensation_failed


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Durable.Storage.Schemas.WorkflowExecution{
  __meta__: term(),
  compensated_at: DateTime.t() | nil,
  compensation_results: [map()],
  completed_at: DateTime.t() | nil,
  context: map(),
  current_step: String.t() | nil,
  error: map() | nil,
  id: Ecto.UUID.t(),
  input: map(),
  inserted_at: DateTime.t(),
  lock_token: term(),
  locked_at: DateTime.t() | nil,
  locked_by: String.t() | nil,
  parent_workflow_id: Ecto.UUID.t() | nil,
  pending_inputs: term(),
  priority: integer(),
  queue: String.t(),
  scheduled_at: DateTime.t() | nil,
  started_at: DateTime.t() | nil,
  status: status(),
  step_executions: term(),
  updated_at: DateTime.t(),
  workflow_module: String.t(),
  workflow_name: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      changeset(execution, attrs)



        
          
        

    

  


  

Creates a changeset for inserting a new workflow execution.

  



  
    
      
    
    
      compensated_changeset(execution, results)



        
          
        

    

  


  

Creates a changeset for marking workflow as compensated (all compensations succeeded).

  



  
    
      
    
    
      compensating_changeset(execution)



        
          
        

    

  


  

Creates a changeset for marking workflow as compensating.

  



  
    
      
    
    
      compensation_failed_changeset(execution, results, error)



        
          
        

    

  


  

Creates a changeset for marking workflow compensation as failed.

  



  
    
      
    
    
      lock_changeset(execution, locked_by)



        
          
        

    

  


  

Creates a changeset for locking a workflow for execution.

  



    

  
    
      
    
    
      status_changeset(execution, status, attrs \\ %{})



        
          
        

    

  


  

Creates a changeset for updating workflow status.

  



  
    
      
    
    
      unlock_changeset(execution)



        
          
        

    

  


  

Creates a changeset for unlocking a workflow.

  


        

      


  

    
Durable.Supervisor 
    



      
The main supervisor for a Durable instance.
This supervisor manages the queue system for processing workflows.
Users add Durable to their application's supervision tree to start
the workflow engine.
Usage
Add Durable to your application's supervision tree:
defmodule MyApp.Application do
  use Application

  def start(_type, _args) do
    children = [
      MyApp.Repo,
      {Durable, repo: MyApp.Repo}
    ]

    opts = [strategy: :one_for_one, name: MyApp.Supervisor]
    Supervisor.start_link(children, opts)
  end
end
Options
See Durable.Config for available options.
Multiple Instances
You can run multiple Durable instances by giving each a unique name:
children = [
  MyApp.Repo,
  {Durable, repo: MyApp.Repo, name: :workflows_a, prefix: "durable_a"},
  {Durable, repo: MyApp.Repo, name: :workflows_b, prefix: "durable_b"}
]
Each instance has its own:
	Configuration stored separately
	Queue system (pollers, workers)
	Database tables (when using different prefixes)


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts the Durable supervisor.



    


    
      
        stop(name \\ Durable)

      


        Stops a Durable instance and cleans up its configuration.



    


    
      
        supervisor_name(name)

      


        Returns the supervisor name for a Durable instance.



    


    
      
        task_supervisor_name(name)

      


        Returns the Task.Supervisor name for a Durable instance.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: Supervisor.on_start()


      


Starts the Durable supervisor.
Options
	:repo - The Ecto repo module (required)
	:name - Instance name (default: Durable)
	:prefix - Database schema prefix (default: "durable")
	:queues - Queue configuration
	:queue_enabled - Enable/disable queue processing (default: true)

See Durable.Config for the complete list of options.

  



    

  
    
      
    
    
      stop(name \\ Durable)



        
          
        

    

  


  

      

          @spec stop(atom()) :: :ok


      


Stops a Durable instance and cleans up its configuration.

  



  
    
      
    
    
      supervisor_name(name)



        
          
        

    

  


  

      

          @spec supervisor_name(atom()) :: atom()


      


Returns the supervisor name for a Durable instance.

  



  
    
      
    
    
      task_supervisor_name(name)



        
          
        

    

  


  

      

          @spec task_supervisor_name(atom()) :: atom()


      


Returns the Task.Supervisor name for a Durable instance.

  


        

      


  

    
Durable.Wait 
    



      
Wait primitives for durable workflows.
Provides functions for:
	Pausing workflow execution for a duration or until a specific time
	Waiting for external events
	Waiting for human input (human-in-the-loop)

Usage
defmodule MyApp.ApprovalWorkflow do
  use Durable
  use Durable.Context
  use Durable.Wait

  workflow "approval" do
    step :request_approval do
      result = wait_for_approval("manager_approval",
        prompt: "Approve expense?",
        timeout: days(3),
        timeout_value: :auto_reject
      )
      put_context(:approval, result)
    end
  end
end
Primitives
	sleep/1 - Pause for a duration
	schedule_at/1 - Pause until a specific time
	wait_for_event/2 - Wait for an external event
	wait_for_input/2 - Wait for human input (generic)
	wait_for_approval/2 - Wait for approval (convenience)
	wait_for_choice/2 - Wait for single choice selection
	wait_for_text/2 - Wait for text input
	wait_for_form/2 - Wait for form submission
	wait_for_any/2 - Wait for any of multiple events
	wait_for_all/2 - Wait for all of multiple events


      


      
        Summary


  
    Functions
  


    
      
        __using__(opts)

      


        Injects wait functions into the calling module.



    


    
      
        cancel_wait(workflow_id, opts \\ [])

      


        Cancels a waiting workflow.



    


    
      
        end_of_day(opts \\ [])

      


        Returns the end of the current day.



    


    
      
        list_pending_events(filters \\ [])

      


        Lists pending events for workflows.



    


    
      
        list_pending_inputs(filters \\ [])

      


        Lists pending inputs for workflows.



    


    
      
        next_business_day(opts \\ [])

      


        Returns the next business day (Mon-Fri) at the specified hour.



    


    
      
        next_weekday(weekday, opts \\ [])

      


        Returns the next occurrence of the specified weekday.



    


    
      
        provide_input(workflow_id, input_name, data, opts \\ [])

      


        Provides input for a waiting workflow.



    


    
      
        schedule_at(datetime)

      


        Pauses the workflow until the specified datetime.



    


    
      
        send_event(workflow_id, event_name, payload, opts \\ [])

      


        Sends an event to a waiting workflow.



    


    
      
        sleep(duration_ms)

      


        Pauses the workflow for the specified duration.



    


    
      
        wait_for_all(event_names, opts \\ [])

      


        Waits for all of the specified events.



    


    
      
        wait_for_any(event_names, opts \\ [])

      


        Waits for any of the specified events.



    


    
      
        wait_for_approval(input_name, opts \\ [])

      


        Waits for an approval decision.



    


    
      
        wait_for_choice(input_name, opts)

      


        Waits for a single choice selection.



    


    
      
        wait_for_event(event_name, opts \\ [])

      


        Waits for an external event.



    


    
      
        wait_for_form(input_name, opts)

      


        Waits for form submission.



    


    
      
        wait_for_input(input_name, opts \\ [])

      


        Waits for human input.



    


    
      
        wait_for_text(input_name, opts \\ [])

      


        Waits for text input.



    





      


      
        Functions


        


  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

Injects wait functions into the calling module.

  



    

  
    
      
    
    
      cancel_wait(workflow_id, opts \\ [])



        
          
        

    

  


  

      

          @spec cancel_wait(
  String.t(),
  keyword()
) :: :ok | {:error, term()}


      


Cancels a waiting workflow.
The workflow will resume with {:cancelled, reason}.
Options
	:reason - Cancellation reason (default: "cancelled")
	:durable - The Durable instance name (default: Durable)

Examples
Durable.cancel_wait(workflow_id, reason: "User cancelled")

  



    

  
    
      
    
    
      end_of_day(opts \\ [])



        
          
        

    

  


  

      

          @spec end_of_day(keyword()) :: DateTime.t()


      


Returns the end of the current day.
Options
	:timezone - Timezone string, default: "UTC"

Examples
end_of_day()
# => ~U[2026-01-03 23:59:59Z]

  



    

  
    
      
    
    
      list_pending_events(filters \\ [])



        
          
        

    

  


  

      

          @spec list_pending_events(keyword()) :: [map()]


      


Lists pending events for workflows.
Filters
	:event_name - Filter by event name
	:status - Filter by status (default: :pending)
	:limit - Maximum number of results (default: 50)
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      list_pending_inputs(filters \\ [])



        
          
        

    

  


  

      

          @spec list_pending_inputs(keyword()) :: [map()]


      


Lists pending inputs for workflows.
Filters
	:status - Filter by status (default: :pending)
	:timeout_before - Filter inputs timing out before this datetime
	:limit - Maximum number of results (default: 50)
	:durable - The Durable instance name (default: Durable)


  



    

  
    
      
    
    
      next_business_day(opts \\ [])



        
          
        

    

  


  

      

          @spec next_business_day(keyword()) :: DateTime.t()


      


Returns the next business day (Mon-Fri) at the specified hour.
Options
	:hour - Hour of day (0-23), default: 9
	:timezone - Timezone string, default: "UTC"

Examples
next_business_day()
# => ~U[2026-01-05 09:00:00Z] (next Mon-Fri at 9am UTC)

next_business_day(hour: 17)
# => ~U[2026-01-05 17:00:00Z]

  



    

  
    
      
    
    
      next_weekday(weekday, opts \\ [])



        
          
        

    

  


  

      

          @spec next_weekday(
  atom(),
  keyword()
) :: DateTime.t()


      


Returns the next occurrence of the specified weekday.
Options
	:hour - Hour of day (0-23), default: 9
	:timezone - Timezone string, default: "UTC"

Examples
next_weekday(:monday)
# => ~U[2026-01-06 09:00:00Z]

next_weekday(:friday, hour: 17)
# => ~U[2026-01-10 17:00:00Z]

  



    

  
    
      
    
    
      provide_input(workflow_id, input_name, data, opts \\ [])



        
          
        

    

  


  

      

          @spec provide_input(String.t(), String.t(), map(), keyword()) ::
  :ok | {:error, term()}


      


Provides input for a waiting workflow.
Called from external code (API, UI, etc.) to continue a workflow.
Options
	:durable - The Durable instance name (default: Durable)

Examples
Durable.provide_input(workflow_id, "manager_approval", %{approved: true})

  



  
    
      
    
    
      schedule_at(datetime)



        
          
        

    

  


  

      

          @spec schedule_at(DateTime.t()) :: nil


      


Pauses the workflow until the specified datetime.
Examples
schedule_at(~U[2026-01-10 09:00:00Z])
schedule_at(next_business_day(hour: 9))
schedule_at(next_weekday(:monday, hour: 9))
See sleep/1 for resumption semantics — they are identical.

  



    

  
    
      
    
    
      send_event(workflow_id, event_name, payload, opts \\ [])



        
          
        

    

  


  

      

          @spec send_event(String.t(), String.t(), map(), keyword()) :: :ok | {:error, term()}


      


Sends an event to a waiting workflow.
Options
	:durable - The Durable instance name (default: Durable)

Examples
Durable.send_event(workflow_id, "payment_confirmed", %{amount: 99.99})

  



  
    
      
    
    
      sleep(duration_ms)



        
          
        

    

  


  

      

          @spec sleep(integer()) :: nil


      


Pauses the workflow for the specified duration.
The workflow will be suspended and resumed after the duration elapses.
Examples
sleep(seconds(30))
sleep(minutes(5))
sleep(hours(2))
sleep(days(1))
Resumption semantics
Like wait_for_event/2, sleep/1 is a resumption barrier: when the
step re-runs after the wake fires, the SleepWaker has merged a
:__sleep_satisfied__ marker into context that this call recognises
and returns nil for instead of re-throwing. Any side effects
before sleep/1 therefore run twice (once on suspend, again on
resume) — keep them idempotent or move them into a prior step.
Multiple sleep/1 calls inside one step body are not supported: the
marker is per-step, not per-call, so the second call on resume would
return immediately rather than wait. Use one wait per step.

  



    

  
    
      
    
    
      wait_for_all(event_names, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_all(
  [String.t()],
  keyword()
) :: map()


      


Waits for all of the specified events.
Returns a map of %{event_name => payload} when all events are received.
Options
	:timeout - Timeout in milliseconds (optional)
	:timeout_value - Value to return on timeout (optional)

Examples
results = wait_for_all(["manager_approval", "legal_approval"])
# => %{"manager_approval" => %{...}, "legal_approval" => %{...}}

results = wait_for_all(["step1_complete", "step2_complete"],
  timeout: days(7),
  timeout_value: {:timeout, :partial}
)

  



    

  
    
      
    
    
      wait_for_any(event_names, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_any(
  [String.t()],
  keyword()
) :: {String.t(), term()}


      


Waits for any of the specified events.
Returns {event_name, payload} when any event is received.
Options
	:timeout - Timeout in milliseconds (optional)
	:timeout_value - Value to return on timeout (optional)

Examples
{event, payload} = wait_for_any(["success", "failure", "cancelled"])

{event, payload} = wait_for_any(["approved", "rejected"],
  timeout: hours(24),
  timeout_value: {:timeout, nil}
)

  



    

  
    
      
    
    
      wait_for_approval(input_name, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_approval(
  String.t(),
  keyword()
) :: :approved | :rejected | term()


      


Waits for an approval decision.
Returns :approved, :rejected, or timeout_value if timeout occurs.
Options
	:prompt - Prompt to show to the user
	:metadata - Additional data for the UI to display
	:timeout - Timeout in milliseconds
	:timeout_value - Value to return on timeout

Examples
result = wait_for_approval("manager_approval")
# => :approved | :rejected

result = wait_for_approval("expense_approval",
  prompt: "Approve expense for $500?",
  metadata: %{employee: "John", amount: 500},
  timeout: days(3),
  timeout_value: :auto_approved
)

  



  
    
      
    
    
      wait_for_choice(input_name, opts)



        
          
        

    

  


  

      

          @spec wait_for_choice(
  String.t(),
  keyword()
) :: term()


      


Waits for a single choice selection.
Returns the selected choice value.
Options
	:choices - List of choice options (required)
	:prompt - Prompt to show to the user
	:metadata - Additional data for the UI to display
	:timeout - Timeout in milliseconds
	:timeout_value - Value to return on timeout (often a default choice)

Examples
result = wait_for_choice("shipping_method",
  prompt: "Select shipping method:",
  choices: [
    %{value: :express, label: "Express ($15)"},
    %{value: :standard, label: "Standard (Free)"}
  ],
  timeout: hours(24),
  timeout_value: :standard
)
# => :express | :standard

  



    

  
    
      
    
    
      wait_for_event(event_name, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_event(
  String.t(),
  keyword()
) :: term()


      


Waits for an external event.
The workflow will be suspended until the event is received or timeout occurs.
Options
	:timeout - Timeout in milliseconds (optional)
	:timeout_value - Value to return on timeout (optional)

Resumption semantics
wait_for_event/2 is a resumption barrier, not a pause inside the
step body. When the event arrives, the step body re-executes from the
top — it doesn't "continue" from the line where the wait was called.
On re-execution, the wait finds the event data in the restored context
and returns immediately without re-suspending.
This means any side effects BEFORE wait_for_event/2 run each time the
step is invoked (once on suspend, again on resume). Make them idempotent
or move them into a separate prior step:
# 🚫 not idempotent — sends two emails
step :wait_for_approval, fn data ->
  Mailer.send_approval_request(data)      # runs on both passes
  result = wait_for_event("approved")
  {:ok, assign(data, :approved, result)}
end

# ✅ side effect lives in its own step
step :request_approval, fn data -> Mailer.send_approval_request(data); {:ok, data} end
step :await_approval,   fn data -> {:ok, assign(data, :approved, wait_for_event("approved"))} end
Examples
# Wait indefinitely
result = wait_for_event("payment_confirmed")

# With timeout
result = wait_for_event("payment_confirmed",
  timeout: hours(2),
  timeout_value: {:error, :payment_timeout}
)

  



  
    
      
    
    
      wait_for_form(input_name, opts)



        
          
        

    

  


  

      

          @spec wait_for_form(
  String.t(),
  keyword()
) :: map() | term()


      


Waits for form submission.
Returns a map of field values.
Options
	:fields - List of field definitions (required)
	:prompt - Prompt to show to the user
	:metadata - Additional data for the UI to display
	:timeout - Timeout in milliseconds
	:timeout_value - Value to return on timeout

Examples
result = wait_for_form("equipment_request",
  prompt: "Select your equipment preferences:",
  fields: [
    %{name: :laptop, type: :select, options: ["MacBook Pro", "ThinkPad X1"], required: true},
    %{name: :monitor, type: :select, options: ["27-inch", "32-inch"], required: false},
    %{name: :notes, type: :text, required: false}
  ],
  timeout: days(7)
)
# => %{laptop: "MacBook Pro", monitor: "27-inch", notes: "..."}

  



    

  
    
      
    
    
      wait_for_input(input_name, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_input(
  String.t(),
  keyword()
) :: term()


      


Waits for human input.
The workflow will be suspended until input is provided or timeout occurs.
Options
	:type - Input type: :approval, :choice, :text, :form (default: :free_text)
	:prompt - Prompt to show to the user
	:metadata - Additional data for the UI to display
	:fields - Field definitions for form input
	:choices - Choice options for choice input
	:timeout - Timeout in milliseconds
	:timeout_value - Value to return on timeout
	:on_timeout - :resume (default) or :fail

Examples
# Simple input
result = wait_for_input("feedback")

# With timeout
result = wait_for_input("manager_approval",
  type: :approval,
  prompt: "Approve expense?",
  metadata: %{amount: 150.00},
  timeout: days(3),
  timeout_value: :auto_approved
)

  



    

  
    
      
    
    
      wait_for_text(input_name, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_text(
  String.t(),
  keyword()
) :: String.t() | term()


      


Waits for text input.
Returns the entered text string.
Options
	:prompt - Prompt to show to the user
	:metadata - Additional data for the UI to display
	:timeout - Timeout in milliseconds
	:timeout_value - Value to return on timeout

Examples
result = wait_for_text("rejection_reason",
  prompt: "Please provide a reason for rejection:",
  timeout: hours(4),
  timeout_value: "No reason provided"
)
# => "Budget exceeded for this quarter"

  


        

      


  

    
Durable.Wait.SleepWaker 
    



      
Background worker that revives workflows whose sleep/1 or
schedule_at/1 wait has elapsed.
When a step body calls sleep or schedule_at, the executor flips the
workflow to :waiting and stamps scheduled_at. This worker
periodically asks the queue adapter to flip any such row back to
:pending once scheduled_at <= NOW(), so the queue poller can
re-claim it. The adapter also merges a :__sleep_satisfied__ marker
into the workflow's context so the step body's next sleep call
returns immediately rather than re-throwing.
Polls every :sleep_waker_interval milliseconds (default 1_000) and
wakes up to :sleep_waker_batch_size workflows per tick (default
	— both configurable via Durable.Config.


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts the sleep waker.



    


    
      
        wake_now(durable_name \\ Durable)

      


        Manually triggers a sweep, returning {:ok, woken_count}.



    


    
      
        worker_name(durable_name)

      


        Returns the process name for a given Durable instance.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts the sleep waker.
Options
	:config - The Durable config (required)
	:interval - Override the config's :sleep_waker_interval (optional)
	:batch_size - Override the config's :sleep_waker_batch_size (optional)


  



    

  
    
      
    
    
      wake_now(durable_name \\ Durable)



        
          
        

    

  


  

Manually triggers a sweep, returning {:ok, woken_count}.
Useful in tests and operational tooling — the periodic timer keeps
ticking independently.

  



  
    
      
    
    
      worker_name(durable_name)



        
          
        

    

  


  

Returns the process name for a given Durable instance.

  


        

      


  

    
Durable.Wait.TimeoutWorker 
    



      
Background worker that enforces timeouts for pending inputs and events.
Periodically checks for timed-out waits and either:
	Resumes the workflow with the timeout_value (if on_timeout: :resume)
	Fails the workflow (if on_timeout: :fail)


      


      
        Summary


  
    Functions
  


    
      
        check_timeouts(durable_name \\ Durable)

      


        Manually triggers a timeout check.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        start_link(opts)

      


        Starts the timeout worker.



    


    
      
        worker_name(durable_name)

      


        Returns the process name for a given Durable instance.



    





      


      
        Functions


        


    

  
    
      
    
    
      check_timeouts(durable_name \\ Durable)



        
          
        

    

  


  

Manually triggers a timeout check.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts the timeout worker.
Options
	:config - The Durable config (required)
	:interval - Check interval in milliseconds (default: 60_000)


  



  
    
      
    
    
      worker_name(durable_name)



        
          
        

    

  


  

Returns the process name for a given Durable instance.

  


        

      


  

    
mix durable.doctor 
    



      
Health check for a Durable instance. Surfaces the classes of stuck
state that recovery doesn't always fix on its own:
	zombies — :waiting workflows with no pending inputs or events
	stale locks — :running workflows whose lock hasn't been
refreshed for longer than stale_lock_timeout
	compensation stragglers — :compensating workflows that never
reached :compensated or :compensation_failed
	disabled schedules — scheduled workflows auto-disabled after
repeated failures

Pass --fix to invoke the adapter's recovery (same path the
background StaleJobRecovery GenServer runs on its interval).
Usage
mix durable.doctor [--fix] [--name NAME]
Options
	--fix - Run recovery for stale locks + zombies after reporting
	--json - Emit the findings as JSON
	--name NAME - The Durable instance name (default: Durable)


      




  

    
mix durable.gen.migration 
    



      
Generates a new Durable internal migration.
This is for Durable library developers only, not end users.
Host applications should use mix durable.gen.upgrade instead.
$ mix durable.gen.migration add_compensation_tracking

The generated migration will be created at:
lib/durable/migration/migrations/v{timestamp}_{name}.ex
Examples
$ mix durable.gen.migration add_workflow_metadata
$ mix durable.gen.migration add_retry_count

After generating a migration, you must:
	Implement the up/1 and down/1 callbacks
	Add the migration module to @migrations in lib/durable/migration/migrator.ex


      




  

    
mix durable.inspect 
    



      
Deep-dive on a single workflow execution. Use this as the first stop
when a workflow is stuck or behaving unexpectedly — it prints the
header, step timeline (including wait/resume pairs), pending inputs
and events, parent/children, and any error.
Usage
mix durable.inspect WORKFLOW_ID [options]
WORKFLOW_ID may be a full UUID or a unique prefix (the task will
refuse ambiguous prefixes rather than guess).
Options
	--json - Emit a JSON document instead of the text report
	--context - Include full context as pretty JSON (default: truncated)
	--name NAME - The Durable instance name (default: Durable)


      




  

    
mix durable.install 
    



      
Installs Durable into your project
This task will:
	Generate an Ecto migration to create the Durable tables
	Add Durable to your application's supervision tree

Example
mix durable.install

Options
	--repo or -r - The Ecto repo module to use. If not provided, will prompt or auto-select.


      




  

    
mix durable.pending 
    



      
Lists outstanding pending inputs and pending events across all
workflows. Use this to answer "what is waiting on me?" without
clicking through the dashboard.
Usage
mix durable.pending [options]
Options
	--inputs - Only list pending inputs
	--events - Only list pending events
	--limit N - Max rows per section (default: 50)
	--expiring-in HOURS - Only show rows that time out within N hours
	--json - Emit JSON instead of tables
	--name NAME - The Durable instance name (default: Durable)


      




  

    
mix durable.provide_input 
    



      
Unblocks a workflow that is waiting on wait_for_input/2 (or any of
its convenience wrappers like wait_for_approval, wait_for_choice,
wait_for_text, wait_for_form).
Use this when the dashboard is down, when you want to script a
response, or when you just prefer the terminal.
Usage
mix durable.provide_input WORKFLOW_ID INPUT_NAME DATA [options]
DATA is parsed as JSON when it looks like JSON (objects, arrays,
numbers, quoted strings, booleans, null); otherwise it is passed as
a raw string. WORKFLOW_ID accepts a unique prefix.
Options
	--json-file PATH - Read the JSON payload from a file instead
	--name NAME - The Durable instance name (default: Durable)

Examples
# A form response
mix durable.provide_input ab12 equipment_preferences '{"laptop":"mac"}'

# A single choice
mix durable.provide_input ab12 orientation_slot morning

# From a file
mix durable.provide_input ab12 manager_approval --json-file approval.json

      




  

    
mix durable.retry 
    



      
Starts a NEW workflow execution with the same module, queue, and
input as an existing one. This matches what the dashboard's "Retry"
button does — it does not resume the original execution in place.
Useful after a :failed or :cancelled run when you want to try
again with identical input.
Usage
mix durable.retry WORKFLOW_ID [--name NAME]
WORKFLOW_ID accepts a unique prefix.
Options
	--name NAME - The Durable instance name (default: Durable)


      




  

    
mix durable.send_event 
    



      
Delivers an event to a workflow that is suspended on
wait_for_event/2, wait_for_any/2, or wait_for_all/2.
Payload parsing rules match mix durable.provide_input — JSON when
it looks like JSON, raw string otherwise.
Usage
mix durable.send_event WORKFLOW_ID EVENT_NAME PAYLOAD [options]
Options
	--json-file PATH - Read payload from a file instead
	--name NAME - The Durable instance name (default: Durable)

Examples
mix durable.send_event ab12 payment_confirmed '{"amount":99.99}'
mix durable.send_event ab12 shipping_update delivered

      




  

    
mix durable.cancel 
    



      
Cancels a running, pending, or waiting workflow execution.
Usage
mix durable.cancel WORKFLOW_ID [options]
Options
	--reason REASON - Cancellation reason
	--name NAME - The Durable instance name (default: Durable)

Examples
mix durable.cancel abc12345-...
mix durable.cancel abc12345-... --reason "User requested cancellation"

      




  

    
mix durable.cleanup 
    



      
Deletes old workflow executions from the database.
Cascade deletes handle associated step executions, pending inputs, and events.
Usage
mix durable.cleanup --older-than DURATION [options]
Options
	--older-than DURATION - Required. Delete executions older than this duration.
Supports: 30d (days), 24h (hours), 60m (minutes)
	--status STATUS - Only delete executions with this status (default: completed, failed).
Can be specified multiple times.
	--dry-run - Show how many records would be deleted without deleting
	--batch-size N - Number of records to delete per batch (default: 1000)
	--name NAME - The Durable instance name (default: Durable)

Examples
mix durable.cleanup --older-than 30d
mix durable.cleanup --older-than 24h --status completed --dry-run
mix durable.cleanup --older-than 7d --batch-size 500

      




  

    
mix durable.gen.upgrade 
    



      
Generates an Ecto migration that upgrades Durable's internal database schema.
This is the host-application counterpart to mix durable.gen.migration.
Durable migrations are explicit: when Durable adds new internal migrations,
generate a new wrapper migration and run mix ecto.migrate.
Usage
mix durable.gen.upgrade
mix durable.gen.upgrade -r MyApp.Repo
mix durable.gen.upgrade --prefix private
mix durable.gen.upgrade --to 20260413000000
Options
	-r, --repo - The Ecto repo to generate the migration for
	--prefix - Durable PostgreSQL schema prefix (default: "durable")
	--to - Durable migration version to upgrade to (default: latest)
	--migrations-path - Destination migrations path


      




  

    
mix durable.list 
    



      
Lists workflow executions with optional filters.
Usage
mix durable.list [options]
Options
	--status STATUS - Filter by status (pending, running, completed, failed, etc.)
	--workflow MODULE - Filter by workflow module
	--queue QUEUE - Filter by queue name
	--since DATETIME - Show executions since ISO 8601 datetime
	--until DATETIME - Show executions until ISO 8601 datetime
	--limit N - Maximum number of results (default: 50)
	--format FORMAT - Output format: table or json (default: table)
	--name NAME - The Durable instance name (default: Durable)


      




  

    
mix durable.migrations 
    



      
Displays Durable's internal migration status for an Ecto repo.
Use --check in CI or deploy gates to fail when the database is behind the
Durable library version.
Usage
mix durable.migrations
mix durable.migrations -r MyApp.Repo --check
mix durable.migrations --prefix private
mix durable.migrations --json
Options
	-r, --repo - The Ecto repo to inspect
	--prefix - Durable PostgreSQL schema prefix (default: "durable")
	--json - Emit JSON instead of text
	--check - Raise if any Durable migrations are pending


      




  

    
mix durable.run 
    



      
Starts a workflow execution.
Usage
mix durable.run MODULE [options]
Options
	--input JSON - JSON input for the workflow (must be an object)
	--workflow NAME - The workflow name within the module
	--queue QUEUE - The queue to run on (default: "default")
	--priority N - Priority level (default: 0)
	--name NAME - The Durable instance name (default: Durable)

Examples
mix durable.run MyApp.OrderWorkflow
mix durable.run MyApp.OrderWorkflow --input '{"order_id": 123}'
mix durable.run MyApp.OrderWorkflow --workflow process_order --queue high_priority

      




  

    
mix durable.status 
    



      
Shows Durable queue status and workflow summary.
Usage
mix durable.status [--name NAME]
Options
	--name - The Durable instance name (default: Durable)
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